
Unsupervised Speaker Visualization for Forensic
Speaker Comparison

MSc Thesis (Afstudeerscriptie)

written by

Klara Anna Weiand
(born February 8th, 1981 in Forchheim, Germany)

under the supervision of Dr. Cor Veenman , and submitted to the Board of
Examiners in partial ful�llment of the requirements for the degree of

MSc in Arti�cial Intelligence: Language and Speech

at the Universiteit van Amsterdam.

Date of the public defense: Members of the Thesis Committee:
November 16th, 2007 Drs. Jos Bouten

Dr. Leo Dorst
Dr. Paola Escudero
Dr. Cor Veenman



Acknowledgements

This thesis is the result of my graduation project and marks the end of my
Master of Science studies at the Universiteit van Amsterdam. It describes the
research that was performed between March and November 2007. During this
time, many people have contributed, directly or indirectly, to the success of this
project.

My special thanks go to my supervisor Cor Veenman. I would also like
to express my gratitude to Jos Bouten, Martha Larson, Didier Meuwly, Henk
Zeevat, Stefan Petzuch, Hannes Saal, Paola Escudero, Paul Boersma, David
Chabot, Jelle Kastelein, Sven Lauer and of course my parents.

Thank you all for your support, input and patience.

1



Abstract

This thesis describes and evaluates a speaker recognition system that takes a
novel approach, namely visualizing the similarities between speakers in di�erent
speech �les. The system is targeted at application in forensics, speci�cally the
analysis of wiretapped telephone recordings. Additionally, two ways to obtain
symmetric speaker distances matrices and two new scores areproposed and used
throughout the evaluations.

The system shows good performance. It was found to show visualization of
speakers arranged by gender as an emergent e�ect, indicating successful visual-
ization of inherent speaker characteristics.

The underlying recognition system also performs well on thetest data, but
requires a more sophisticated normalization mechanism to function well in prac-
tical application. It is found that recognition performanc e on male data overall
is better than on female or mixed data. This is attributed mainly to loss of part
of the female signal through telephone transmission. This �nding is favorable
since wiretapping recordings more frequently contain malespeech.
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Chapter 1

Introduction

Biometrics refers to physiological and sometimes behavioral traits that can serve
to distinguish reliably between humans. Two main areas where biometric iden-
ti�cation is used are forensics and access security. The most widely known and
oldest biometric is probably �ngerprints, which are used in both domains, for
example when �ngerprints are taken at a crime scene and matched to a database
of known delinquents or when one can bypass the long lines at airport security by
providing a �ngerprint to an automatized identi�cation sys tem. But many more
biometrics like the face or ear geometry, iris and DNA have been researched and
have found application in criminal investigations as well as security systems.

Generally, biometric identi�cation can be done automatically, that is, per-
formed by a computer system, or manually by a human expert whoassesses the
similarities between a given biometric sample and a stored reference.

The present work is concerned with the use of voice as a biometric in forensics
and aims at bridging the gap between automatic speaker recognition systems
and human forensic experts. Using voice as a biometric is motivated mainly by
the fact that the speech sounds of humans re
ect their physiological character-
istics, that is, the size and shape of their speech organs. Additionally, learned
traits like accent or intonation may serve as a cue to distinguish between di�er-
ent speakers.

Speech is fundamental to all areas of human interaction and thus also crime,
making voice a desirable biometric, since it may often be present where other
biometric measures cannot be collected. For example, a bankrobber may dis-
guise herself and not leave any DNA evidence, but cannot easily circumvent
using her voice for communication during their crime, making it possible that
a witness can identify her voice in an auditory lineup. The described situation
is an example ofnaive speaker identi�cation, that is, the person identifying the
voice is not an expert. In addition, the witness does not haveprolonged access
to voice samples from both situations and was likely emotionally agitated during
the crime.

A forensic expert on the other hand for example might be consulted to
judge whether the voice of a suspect is identical to the voiceof the bank robber
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as recorded by the bank's audio surveillance or to that of a blackmailer in a
telephone recording.

Another situation where voice plays an important role in criminal investi-
gations and the targeted area of this work are telephone recordings obtained
through monitoring of suspects via wiretapping.

When expert or automatic speaker recognition systems are involved, much
of the speech used is thus recorded in relatively low phone quality. This is a
problem since it obscures the characteristics of a speaker's voice, which makes
identi�cation harder. Since voice is in part a behavioral characteristic, it is not
very constant and easy to alter. Emotional distress, healthand simply aging
can alter the characteristics of a speaker's voice signi�cantly, and low-quality
recordings which introduce noise speci�c to the recording and transmission de-
vice add to this problem. Assuming that voice characteristics are constant over
a short duration, two speech �les of the same speaker can di�er on two levels:
session variability and channel variability. The former is caused by changes
in the speaker's voice, while the latter is due to changes in the transmission
channel.

While automatic speaker recognition systems have been reported to outper-
form naive human speaker recognition when the telephone handset is identical
for all recordings and the data comes from the same recordingsession, auto-
matic systems generally are far more sensitive to variationand noise than hu-
mans when conditions are mismatched[61][26][1]. This is attributed to the fact
that humans use high-level cues while automatic speaker recognition systems
operate at a low-level, spectral level, where both kinds of variability have more
of an impact[1].

So why use automatic speaker recognition in forensics whererecordings
made under good, constant conditions are rarely found, wheneven naive human
speaker recognition yields better results?

First, neither of the studies cited mentions using normalization techniques
to remedy the session and channel e�ects, let alone state of the art techniques.
While intra-speaker variability still constitutes a probl em and is an important
focus of research, automatic speaker recognition performance under adverse
conditions has steadily improved in recent years[51][44] and can be expected to
continue to do so.

Secondly, automatic speaker recognition has many advantages over speaker
recognition performed by a human expert:

Human speaker recognition is better in the listener's native language or
even dialect, and also accented speech in the listener's native language has
a negative e�ect on performance[74][59]. Philip Rose mentions \[...] a case
involving Vietnamese in which identity was claimed in part on the presence of
creaky voice in questioned and suspect samples. However, in(at least Northern)
Vietnamese creaky voice is phonemic: it is used as a quasi-tonal feature to
distinguish words. Thus this identity claim was roughly analogous to saying
that questioned and suspect samples were the same because they both said [b]
(or any speech sound) a lot!"[59]. This anecdote illustrates why human speaker
recognition in the non-native language is problematic and that human speaker



1.1. PROBLEM STATEMENT 9

recognition can su�er from misleading high-level features.
Due to human's sensitivity to language and reliance on high-level features, it

is thus of importance for speaker recognition to be performed by native speakers
of the language spoken in the relevant speech �les. However,this can be impos-
sible for a number of reason: If the language is uncommon and its speakers in
an area or country thus are more likely to be acquainted or related, it may not
be possible to �nd an unbiased, willing person with enough expertise in speaker
recognition to reliably perform the task.

The case becomes even harder when the languages used in the various sam-
ples di�er - if the expert is a native speaker of only one of thelanguages, the
results can be expected to be skewed as a consequence, but depending on the
number and nature of the languages involved, �nding a suitable expert who has
the same amount of linguistic competence is not likely - evenmore so since the
e�ect of relatedness of known and unknown languages on recognition perfor-
mance is unclear[59], that is, speaker recognition in Italian might be easier for
a native speaker of Spanish than speaker recognition in German.

Automatic speaker recognition systems are mostly insensitive to problems
stemming from language choice: They are not biased, they do not have a native
language and they operate on lower-level features, meaningthat the choice of
language in general is not very relevant. Some e�ects from language can be
expected in the case that there are speech samples in di�erent languages present
in the system[8], but language-dependent normalization may be used to remedy
this problem.

Additionally, automatic speaker recognition systems can process the large
amounts of data that often come with forensic casework, and where time might
be tight, particularly when fast computers or distributed c omputing systems are
available.

In summary, automatic speaker recognition is useful because it is unbiased,
can be applied regardless of the target language, is always available, can pro-
cess big amounts of data quickly and is performing relatively well and steadily
improving[51][44] .

1.1 Problem Statement

Traditional speaker recognition systems work independently of human interac-
tion, taking a number of speech �les as an input and giving the judgment on
the identities { often augmented with con�dence scores { as an output.

The current systems do not aim at providing insight into the decision process
and do not make the overall similarity relations found accessible to human
interpretation in a intuitive way.

However, as described, human and automatic speaker recognition are com-
plementary in their characteristics. It is therefore desirable to combine the
human and automatic speaker recognition process and strengths into a system
where human-computer cooperation can lead to mutual improvement and better
forensic speaker recognition results.
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Some approaches to integrating human interaction in automatic speaker
recognition exist, but the human contribution here consists merely in feature
preselection and the systems require the user to be phoneticexpert[6].

1.2 Contribution

This thesis is concerned with a �rst step towards creating aninteractive speaker
recognition system and bridging the gap between human and automatic forensic
speaker recognition, namely visualizing speaker similarities found by computer
processing in data obtained from wiretapping recordings ina concise way and
thus making the relationships accessible and interpretable to humans.

The system analyzes the given speech samples but does not perform hard
classi�cation, but rather visualizes the distances between the individual speech
�les, opening up the automatic speaker recognition processto human examina-
tion in a transparent way.

The viability of this approach and the system performance will be evaluated
using several approaches for modeling and visualizing the data.

At this stage, the system is speci�cally not intended to provide admissible
evidence to be used in a trial, but rather as a support tool providing insight
and o�ering a computerized view on a speaker recognition situation without
performing hard classi�cation.

The targeted application area are groups of �les from telephone recordings
{ the system will be tested on sets of 100 �les { from wiretapping, since, as
mentioned, this constitutes an important area of forensic speaker application
and also since the imperfection of speaker recognition under these conditions is
what makes this application particularly useful: If a speaker recognition system
could perform perfect speaker recognition, there would be less reason to inspect
the similarity space. However, since this is not the case, a visualization of
the similarity relations as seen by an automatic system provides a useful aid in
forensic investigations and constitutes a �rst step towards an interactive speaker
recognition system.

In addition to this biggest goal and contribution, two metho ds for creat-
ing symmetric distance matrices are proposed and evaluated, and two scoring
methods for evaluating performance, the Overlap score and the Nearest Neigh-
bor score, are introduced.

1.3 Structure of this thesis

The system presented here consists of several stages of processing that will be
explained and evaluated in the following. Firstly, chapter 2 gives an overview
over the �eld of speaker recognition, introduces relevant distinctions and ter-
minology and explains speech production and its connectionwith automatic
speaker recognition.



1.3. STRUCTURE OF THIS THESIS 11

Chapter 3 explains the technical foundations of digital speech processing and
audio sampling and then continues on to present and discuss the di�erent steps
of processing in the speaker distance visualization system, namely preprocessing,
data representation, distance scoring and �nally visualization.

Chapter 4 is dedicated to experiments with the di�erent part s of the system.
The experiments focus on three di�erent aspects: The performance of the system
when applied to a speaker recognition task, the visualization and how well the
performance is preserved when using di�erent dimension reduction techniques
to express the similarity relations in two dimensions, and the di�erences in
performance between men and women. Two new measures for evaluating the
performance of the system, the Overlap score and the nearestneighbor score,
are also introduced. Finally, the conclusions and outlook in chapter 5 conclude
this thesis.



Chapter 2

Speaker Recognition

The following chapter gives an overview over human speech and human and
machine speaker recognition and describes how the new approach of visualizing
distance relations between speech �les �ts in with previousand current research.

Speaker identi�cation means the task of identifying a person using his voice.
It is important to distinguish between speaker recognition, speaker identi�ca-
tion, speech recognition and speaker veri�cation: Speech recognition aims at
identifying the phonemes and word boundaries in an utterance, a speech signal.
Depending on the domain and application, these may then be transformed into
an orthographic representation or be subject to morphological, syntactic and
semantic processing.

In summary, speech recognition is not concerned with who is speaking but
with what is being said. In fact, a big challenge for speech recognition is the
normalization of the signal, that is changing the speech data such that it does not
re
ect individual properties of the speaker's voice like gender, dialect, language,
age, or general voice characteristics.

Despite these seemingly contrary goals, many techniques for e.g. feature
extraction are successfully used both in speaker and speechrecognition[54].

Speaker identi�cation and speaker veri�cation on the other hand have in
common that they are concerned with identifying the speakerof an utterance
or longer speech fragment and are mostly not concerned with what is being
said. The di�erence between the two is that in speaker veri�cation, there is an
identity claim, that is, given a known speaker and some new speech data, it has
to be found whether they come from the same person, there is a hypothesis,
\speech samplex comes from speakera" and the result is binary, yes or no
(see �gure 2.1 for a schematic depiction). Consequently, only one comparison is
involved: That between the sample and the alleged speaker'srepresentation.

Speaker identi�cation on the other hand has no such simple hypothesis, but
aims at determining which known speaker new speech data comes from, or,
depending on the modality of the system, whether it comes from an unknown
speaker (see �gure 2.1). An identi�cation task also needs more comparisons
than a veri�cation task, namely between the sample and all known speakers.
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Figure 2.2: Speaker identi�cation

Repeated speaker identi�cation steps in automatic systemsare also referred
to as speaker clustering[47], which �nds application for example in speaker
diarization[58][70] where, given a long speech sample containing speech from
multiple speakers, the goal is �nd out how many speakers there are and who
spoke when. In speaker clustering, a speaker's model is usually updated when
a new sample has been classi�ed as coming from him. The purpose of this is to
improve the speaker's model as more data becomes available[45].

Speaker identi�cation can be closed set or open set. In the �rst condition,
it is known that the sample is from one of the speakers in a reference set of
speaker, while in the latter case the sample could be from an unknown person.

Closed set identi�cation is a more straightforward task: Assume some system
where the match quality between the new data sample and all representations of
the known speakers is somehow assigned an accurate score. Ina closed set task,
the speaker that has the smallest distance from the sample can be identi�ed as
the speaker in the sample. In an open set task, however, the reference speaker
with the lowest score is not necessarily the originator of the new sample since
the sample could be from any unknowns speaker not represented in the system,
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giving rise to the problem of choosing the right decision threshold.
Speaker veri�cation, speaker identi�cation and speaker diarization all belong

to the �eld of speaker recognition[11], which means \any process that uses some
features of the speech signal to determine if a particular person is the speaker of
a given utterance"[3]. However, the decision does not have to be a categorical
and clear-cut as this de�nition implies, but a con�dence or l ikelihood score is
often assigned to decisions in speaker recognition systems.

Speech identi�cation and the area of speaker recognition have in common
that they are tasks that all humans master as part of everydaylife, but that are
also tackled scienti�cally and professionally by forensicexperts and automatized
systems, that is, computer programs.

For example, humans solve a speaker identi�cation problem when they re-
ceive a telephone call and the caller does not immediately give her name, the
forensic expert may use auditory analysis or spectrograms of the speech signal
to determine whether the speaker in a sample of telephone tapdata matches
the voice of one of the suspects, and a computer connected to the customer
telephone system at a company may have to decide whether the caller can be
identi�ed as a returning customer or whether she is calling for the �rst time and
her contact data should be collected.

In automatic systems, there are more important distinctions between con-
ditions to make: The system can be text-independent or text-dependent, the
speakers can be cooperative or non-cooperative and the speech can be high or
low quality

In a text-dependent system, the text that is spoken is known in advance,
for example because each speaker is presented text to read out or because all
speakers utter the same phrase. This is common in speaker veri�cation, where
for example a key phrase may have to be spoken by the right person in order
to gain access to a facility or online banking account. The utterance of the
key phrase can then be compared to the stored reference created during the
so-called enrollment phase. Text-independent speaker recognition on the other
hand must perform on speech data of arbitrary content and where the content of
the speech data varies as for example in conversational speech. Text-dependent
speaker recognition is easier since the frequency and orderof the phonemes is
the same, making the utterances more comparable and preventing interference
from phonemic dissimilarity.

Additionally, if the text spoken is known, it can be matched t o a transcrip-
tion, making it easier to employ higher level features like the pronunciation
of certain words or phonemes (see section 3.2.1). In text-dependent systems,
speakers are also usually cooperative, that is, they are aware that speaker recog-
nition is applied and are willing to contribute to make it suc ceed. They can be
asked to repeat what they said, speak louder and so on. This isnot the case
for speakers who are uncooperative however. For example suspects whose tele-
phones are tapped, will not act so as to make the speaker recognition task easier,
or, if they suspect they are being monitored, might even try to prevent success,
for example through changing their voice or creating background noise.

Finally, the quality of the recordings can vary depending on the recording
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conditions, that is whether the speech data is recorded in a properly isolated
audio studio using a professional microphone or through thetelephone (see
section 3.1.1).

The system presented in this work aims at application on telephone tap
data and thus under adverse conditions: It is text-independent, speakers are
not cooperative, the recording quality is low and it operates under open set
assumptions.

The system performs neither speaker veri�cation nor speaker identi�cation
in the strict sense and lies between completely automated computer speaker
recognition and the manual work of a forensic expert. Speaker recognition
systems so far, receive speech �les as an input and return decisions, often ac-
companied by likelihood or con�dence scores. While substantial progress has
been made in past years and state of the art systems generallyhave low error
rates, recognition in adverse situations still is not perfect. Additionally, little
has been done in recent years to combine human and computer competence and
strengths by making the details of automatic speaker recognition available to
human interpretation.

Several semiautomatic speaker identi�cation systems exist, but they take a
di�erent approach, using manual preprocessing on the speech signal followed by
computer analysis, thus being only usable by expert phoneticians. Moreover,
many of these project were abandoned due to lack of success[6].

In this research, we follow a new approach, namely not hard decisions but
visualizing the distance relationships between models of speech samples and
thus presenting a comprehensive, accessible account of therelationships found
by the computer system to the user.

While the present system is not a speaker identi�cation system in the sense
that it outputs a decision and score, speaker identi�cation can be easily derived
from the data distances by determining which model has whichother model as
its closest neighbor or which other models lie within a givendistance.

2.1 Voices and E�ects

Voices of course vary between speakers, but the same person's voice can also
change depending on a number of factors. The goal of speaker recognition is to
reliably recognize inter-speaker variations while remaining una�ected by intra-
speaker variation. This sections explains the very basis ofspeaker recognition
systems: Voices and speech production and the reasons for variation.

Speech is produced by manipulating the 
ow of air as it is pushed up from
the lungs and passes the vocal organs. The vocal folds, situated in the larynx,
are brought to open and close by the air, this is the source of the speech signal
(phonation) which is then modi�ed passing the articulators[46].

Depending on whether the vocal folds vibrate, the resultingsound can be
voiced, like for instance all vowels or unvoiced. For example, /b/ and /p/ are
two consonants that are identical in their articulation except that /b/ is voiced,
while /p/ is not.
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Figure 2.3: The speech organs

The rate at which the vocal folds vibrate is called the pitch or fundamental
frequency, F0. Depending on the pitch, a voice is perceived as higher or lower
where a lower voice corresponds to fewer vibrations per second. This number
depends on the size and position of the vocal folds. Men usually have fundamen-
tal frequencies between 90 and 140 Hertz while the typical range for women's
voices is 180 to 300 Hertz[46], re
ecting their smaller vocal folds.

The acoustic waveis then altered by the resonance of the vocal tract, which
depends on the shapes, sizes and positions of the vocal organs. The spectral
properties of the speech sounds a speaker produces can thus be used to estimate
the size and shape of her vocal tract[11]. The resonant frequencies are called
formants and their quality varies during the production of d i�erent vowels and
some consonants. Vowels can thus be characterized and distinguished in terms of
their formants' frequencies. In terms of articulation, vowel quality is determined
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by the position of the tongue.
Figure 2.4 shows the a slice of the waveform of the vowel /a/ asspoken by a

woman. The signal can be observed to consist of a complex repeating shape that
occurs seven times in 0.0329 seconds, meaning that the fundamental frequency
of this speaker lies at 7

0:0329 = 212:77 Hertz. The peaks and valleys in each cycle
represent the vocal tract resonances, from which the vocal tract shape can be
estimated.
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Figure 2.4: Waveform of the vowel /a/, spoken by a female voice

Consonants on the other hand are produced by forcing air through a con-
striction in the vowel tract, leading to total blocking or au dible turbulence. Due
to this, consonants are generally more random and noise-like than vowels and
re
ect the physiology to the vocal tract to a lesser degree. For example, in
uttering the sound /f/, the air moves through a narrow channel formed between
the tongue and the soft palate. Consonants are characterized through the place
and the manner in which the constriction occurs, for both of which there are
various possibilities.

Sonorants like /l/ and the nasals /m/ and /n/ are members of a s pecial class
of consonants, they are sonorant which means that they are produced without
turbulent air
ow. Nasals are produced by lowering the velum, allowing the air
to resonate in the nasal cavity and leave the body through thenose[35].

Nasals are relevant for forensic speaker recognition sincethey show very little
intra-speaker variation, that is, they are a reliable speaker characteristic, due to
the rigidity of the nasal cavity in combination with its comp lex structure.[59]

In summary, physiological distinguishing factors of voices are the size and
shapes of, among others, the vocal folds, the nasal and oral cavities and the
vocal tract as a whole.

But voices do also di�er in aspects that are learned or acquired like speaking
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rate, intonation, stress and dialect.
Not only do di�erent speakers have di�erent voices, but the voice of one

speaker also is never constant. There are always di�erencesbetween speech
samples from the same speaker, even if the content of the speech is identical.
These variations stem in part from actual variation in the speaker's voice, but
also from external sources like recording technique.

The former can be caused by a speaker deliberately altering his voice, for
example by whispering or speaking at a higher or lower pitch.

But also emotional or psychological state, state of health,intoxication and
age have an in
uence on the voice. Whether the speaker is sickand hoarse,
tired, depressed or drunk, speaking to her mother or to an accomplice always
is re
ected in her voice and can lead to faults in a speaker recognition system
when the speaker's reference sample is not representative of the current state.
If the speaker suspects their telephone is being monitored,non-cooperation in
the form of a conscious change of vocal quality may become another factor of
variation.

Not only major di�erences are re
ected by the voice, but a voices also
change over time and from day to day, this variability is called inter-session
variability[27].

In telephone recordings, another source of variation is thetelephone set,
where the signal is nonlinearly distorted, su�ers from additive noise and varies
between telephone sets. The telephone network and its transmission system
are another factor which leads to signi�cant variation in th e transmission chan-
nel. Consequently, without normalization over these channel conditions, speaker
recognition performance signi�cantly degrades when speech from several tele-
phone sets is used[49].

In summary, three sources of variation can be identi�ed: The nature the
articulation of di�erent phonemes, intra-speaker variati on and variation intro-
duced during the recording and transmission of the signal.



Chapter 3

System description

The following chapter describes the proposed speaker similarity visualization
system. The system starts from a number of audio �les, each ofwhich contains
speech from only one speaker, and displays the similarity relationships between
the speakers in the individual audio �les in two dimensions.

The processing in between can be grouped roughly into three modules: Data
representation, distance calculation and visualization.

Each audio �le is �rst preprocessed and the continuous signal is converted
into a high dimensional parametric representation, a modelof the speaker. The
preprocessing applied, the features extracted from the system and the estimation
of the model are discussed in detail in section 3.2.

In the next step, the distances between the audio �les are calculated; di�erent
possibilities of applicable distance measures and generalmethods of computing
the distance matrix are presented in section 3.3.3.

Finally, the resulting distance matrix is used to visualize the similarity re-
lations between the individual audio �les. To this end, dimension reduction
is applied to recapture the distances in high dimensional space in two dimen-
sions. The details of di�erent dimension reduction techniques and consequent
visualization are discussed in chapter 3.4.

Since the present system operates without a hard clusteringthreshold, that
is, without enforcing a decision, and thus without model updating, speakers can
be added or deleted at any point without signi�cant changes in the system's
output, the 2 dimensional visualization of the speaker space representing the
similarities between the speakers. Put di�erently, the system is not sensitive to
the order in which the �les are processed. Some speaker recognition systems
that perform online hard clustering[45], update the speaker models after each
clustering step in order to increase the goodness of �t of themodel. While a
useful technique when dealing with sparse data, this methodleads to di�ering
results depending on the order in which the �les are processed since the combined
cluster models and thus the distances between the individual clusters and the
new �le will di�er. Additionally, this heuristics leads to a n ampli�cation of
errors as each misclassi�cation leads to an updated model that �ts the speaker

19
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it represents less well, thus increasing the chance of further classi�cation errors
and consequent faulty updating of the speaker model.

As mentioned, although data can be added online, the presentsystem by
principle avoids this problem since there is no need or possibility to update the
models.

However, the dimension reduction technique may assign di�erent coordinates
to the representations in two dimensions after the addition or deletion of �les
since only the inter-model distances are relevant in the visualization and these
can be realized without regard to orientation or scaling. Additionally, dimension
reduction is an optimization problem that shows a residual error, meaning that
it is often not possible to maintain all inter-model distances. The location
of multiple speaker models in the visualization plot can thus change between
updates even if only one �le was added or deleted.

While, given an appropriate dimension reduction technique, this does not
change the results of the system, it may be counterintuitiveor confusing to the
user. Possible solutions to this problem are discussed in section 3.4.

3.1 Preprocessing

This section describes the nature of the signals that contain the speech data
and the initial processing it undergoes before the feature vectors from which
the speaker model is built are extracted.

3.1.1 The Signal

The speech data that enters the system is most commonly stored on the com-
puter in Pulse-code modulation (PCM) wave �les. The digital signal consists of
a series of values picked from an auditory signal that indicate the magnitude of
the signal at a certain point, this process is called \sampling" and constitutes
the reduction of an analogue, continuous signal into a digitized, discrete form,
which is needed for any computational processing.

There are two parameters that determine the quality of the digitized signal,
the sample rate and the bits per sample.

The sample rate stands for the number of times that the signalthat is
digitized is measured per second. A high sampling rate thus indicates a better
temporal resolution. The spacing of the samples is uniform,meaning that the
same amount of time passes between any two consecutive samples. Music CDs
are usually sampled at 44.1 KHz, while digital telephony uses a sample rate of
8KHz and thus produces only 8,000 values per second.

Figure 3.1 shows the waveform of the utterance \hello" as spoken by a female
speaker and sampled with 44,100 KHz and 16 bit (1 channel). The x-axis
displays the time, while the y-axis shows the magnitude (amplitude) at each
sample. As can be seen, this signal consists of about 22,000 samples, which,
at a frame rate of 44,100, means that this utterance is about half a second in
length.
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Figure 3.1: The waveform of an utterance \hello"

According to the Nyquist sampling theorem, the sample rate must be at
least twice the highest frequency present in the signal to avoid mistaking a
high-frequency component as a lower frequency component inthe digital signal.
As a simple illustration, consider a ball that bounces o� a surface (point A)
up to a certain point in the air (point B) at constant speed and without losing
momentum. If the ball passes point A everyi seconds, the true frequency of the
bouncing is f = 1

n . Now, if one were to determine the frequency experimentally
by measuring the position of the ball everym seconds, it can intuitively be seen
that any m < 2 � n yields the wrong frequency as a result: Anym that is a
multiple of n will make the ball appear static since at every measurement,it
will be at point A. On the other hand, when m is not a multiple of n but bigger
than n

2 , the found frequency will be lower than the true frequency since the ball
can pass point A or point B without being measured.

But how does this explain the sampling rate of CD, and, more importantly in
this case, telephone data? While the frequency range of human hearing reaches
from about 18 Hertz, cycles per second, to 20,000 Hertz, the frequency range
of human speech only reaches up to about 8,000 Hertz[46]. Figure 3.2 shows
the frequency spectrum, the distribution of the frequencies present in the signal
(see 3.2.1 for a more comprehensive explanation), of the utterance in �gure 2.3.
As can be seen, most of the energy in the spectrum is distributed below 4500
Hertz and apart from some high-frequency noise, all of the frequencies present
are below 6200 Hertz.

Since the transfer rate of telephones is relatively small compared to CD
transfer rates and the main purpose of telephones is to transport speech at an
intelligible quality, the bandwidth, the frequency range, of phone conversations
data is limited to about 4000 Hertz by the use of a �lter, meaning that only
signals in this range are processed. A sample rate of 8KHz thus su�ces to
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Figure 3.2: The spectrum of the signal in �gure 2.3

correctly digitize telephone data.
The second parameter of sampling, the bits per sample or bit depth, de-

termines the precision with which the values measures are stored and thus the
memory requirement of each sample. While the sample rate is the resolution
of the sampled waveform over time, the bits per sample are resolution of the
values at one sampling point. Since a bit has two states, a bitdepth of 8 means
that each sample has one of 28 = 256 di�erent values, while a bit depth of 16
provides 65,536 di�erent levels. Telephone data has 8 bits per sample and one
channel (mono), while CD data has 16 bits and two channels (stereo).

In conclusion, in addition to noise, one important reason why speaker recog-
nition or the reliable calculation of distances between speakers is harder when
using telephone data than when using e.g. studio-recorded data, is that data
gained from telephone conversation have a limited resolution both temporally
and in precision and thus not the full range of information is captured.

3.1.2 Extraction of Voiced Sections

Several studies that researched which parts of the speech signal contribute to
good performance in speaker recognition systems found thatusing only the
voiced sections yielded better results than using the complete signal or only
removing the silent parts[33][34] and thus the extraction of voiced sections is
common in many speaker recognition systems.

Silence a�ects the performance of a system negatively sinceit is of course
not speaker-speci�c and its inclusion thus leads to more general models that are
less �tted to the individual speaker's voice. As laid out in section 2.1, unvoiced
sounds are often relatively random and noise-like and consequently also do not
contribute to creating a model that reliably represents the static characteristics
of a speaker's voice. Voiced speech di�ers in spectral quality from both silence



3.1. PREPROCESSING 23

and unvoiced speech in several aspects, for example, unvoiced speech is usually
less loud, that is, has a smaller amplitude than voiced speech and, as mentioned,
also has a less periodic signal than voiced speech. Since silence by de�nition has
a small amplitude and, in data not recorded under studio conditions, is present
in the signal as low-amplitude noise, the characteristics mentioned also apply
to silence.

The present system uses three di�erent measures that are based on these
observations to identify voiced speech: short time energy,autocorrelation and
zero crossing rate. The three measures detect di�erent characteristics of voiced
speech: The short time energy value represents the local loudness, autocorrela-
tion determines how periodic the signal is and the zero crossing rate estimates
the frequency. A section of speech is only accepted as voicedif all three criteria
are ful�lled, that is, if the frame has high energy, the signal is periodic and
its frequency is not very high compared to the rest of the signal. The indi-
vidual thresholds for the three measures given in the following were adjusted
experimentally.
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Figure 3.3: The Hamming window

All three measures require the signal to be segmented into overlapping slices
of short duration, frames. This process is calledframe blocking. The frame
width must be short enough to not span too many speech sounds but long
enough to be relatively stationary. Additionally, small fr ame widths and big
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overlaps can greatly increase the computational complexity.
In the present system, a frame length of 30 ms with 25% overlapwas chosen.

At the standard sample rate of 8000 for telephone data, this means that each
slice contains 8000� 0:03 = 240 values, with the �rst frame ranging from sample
1 to sample 240, the second from sample 181 to sample 420, and so on.

Window functions weight the data in the signal, where the weight is zero
outside a speci�ed interval. The simplest case, a rectangular window, assigns
weight 1 to all values within a speci�ed time range and 0 to all values outside the
range and can thus be seen simply as truncating a signal sincethe weight is con-
stant. Frame blocking thus can be realized as repeatedly applying a rectangular
window function on a signal.

For a frame with width N and values 0� n � N , the often used Hamming
window function is de�ned as

w[n] = 0 :54� 0:46cos(
2�n
N

) (3.1)

Figure 3.3 shows the resulting weightings forN = 500. The hamming window
thus gives the biggest weight to the data in the center and smoothes the edges
of the signal, avoiding abrupt discontinuities[39].

In the following, the value for each frame is calculated individually for each
measure, yielding a total of three vectors of values to whichthe selection criteria
are applied.

Short Time Energy

Figure 3.4: The short time energy for the utterance \Don't ask me to carry an
oily rag like that"
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The short time energy (STE) is the mean squared amplitude of the signal
in one frame and for a frames of length N is calculated as

ST Es =
1
n

MX

n =1

s2
n (3.2)

Figure 3.3 shows the signal for /don�skmit IkEri InOIlir�glayk D�t/, \don't ask
me to carry an oily rag like that" 1, spoken by a male along with its short time
energy track and the threshold (in red) and phoneme boundaries. The threshold
is computed asthresholdST E = ST Ei �0:25, meaning that only frames that have
an STE value of at least one fourth of the overall mean are marked as voiced.

Since the short time energy measure criterion is purely based on loudness,
surround noise or e.g. coughing could easily lead to the faulty acceptance of
an unvoiced or non-speech sound if it was used as the only measure for voiced
speech detection.

Autocorrelation

Figure 3.5: The maximum autocorrelation coe�cients for the utterance \Don't
ask me to carry an oily rag like that"

Autocorrelation is a technique used to determine the grade of periodicity of
a signal. As mentioned, unvoiced sounds are more random thansounds where
the vocal folds vibrate, since they merely consist of turbulence caused by a
constriction in the oral cavity (see section 2.1). The autocorrelation value is

1Speech �le taken from the TIMIT speech corpus[28]
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calculated as

Rxx (k) =
N � kX

n =1

s(i ) � s(n + k) (3.3)

where k is the lag and N is the number of values in the frame. The autocor-
relation coe�cients for all possible lags are calculated and normalized by the
coe�cient at k = 0 which is the the sum of the squares of all values in the frame
and the upper bound of the autocorrelation function.

A high maximum autocorrelation coe�cient thus indicates th e presence of a
stronger pattern in the signal.

Consequently, if for some lagk 6= 0 it holds that Rxx = 1, the signal is
periodic with period k. Due to this property, autocorrelation can also be used
as a simple method for pitch estimation[21].

In each frame, the maximum autocorrelation coe�cient that l ies within the
lag range of realistic male and female fundamental frequencies, 50 to 500 Hertz
(i.e. a lag that corresponds to between 2 ms and 20 ms), is usedto make a
voicing decision, the threshold here is set to 0.4.

As �gure 3.5 shows, the autocorrelation coe�cients are below the threshold
for most of the unvoiced sections of the signal, meaning thatthey are correctly
recognized as unvoiced. The initial silence however lies above the threshold
meaning that if only autocorrelation was used as a measure, it would not be
discarded.

Zero Crossing Rate

Figure 3.6: The zero crossing rate for the utterance \Don't ask me to carry an
oily rag like that"
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The Zero Crossing Rate (ZCR) describes how often the signal passes the
zero value, that is, how often the sign between two consequent samples changes
relative to the number of samples in the signal. It is formally de�ned as

Zs =
1
N

NX

n =1

jsgnf s(n)g � sgnf s(n � 1)gj
2

(3.4)

Like autocorrelation, the zero crossing rate constitutes amethod to estimate
frequency, but the ZCR's results are independent of the periodicity of the signal.
Generally, the random quality of unvoiced sounds leads a ZCRthat is higher
than both that of silence and voiced sounds. Figure 3.6 showsthe result of the
application of the zero crossing measure to the example sentence, the threshold
here is set to 1.4 times the mean ZCR.

Figure 3.7: The voicing decision before (top) and after (bottom) smoothing

The computation of all three measures yields three vectors of numbers with
a binary value for each frame, indicating whether, according to the measure,
the frame is voiced or unvoiced. Consequently, all frames that are marked as
unvoiced by at least one measure are removed from the signal.The top plot in
�gure 3.7 displays the combined voiced/unvoiced decision track for the example
utterance, where a value of 0.15 indicates a voiced frame anda value of 0 means
that the section was detected to be unvoiced.

As can be seen, there are some very short isolated sections inthe signal
that are labeled unvoiced and that usually appear within voiced sounds that,
apart from these sections, were classi�ed correctly. To remedy this problem, the
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decision line is smoothed by imposing the constraint that the two closest frames
to each side of a frame also have to be unvoiced if the frame is to be recognized
as unvoiced. The resulting voicing decision track after applying this procedure
if displayed in the bottom half of �gure 3.7.

Overall, the voicing decision shows a high correctness, andgenerally tends
to err minimally on the side of false negatives. That is, sounds or portions
of sounds that are expected to be voiced are sometimes discarded. While this
conservative strategy does not pose a problem when a good amount of speech
data is available, lower decision thresholds may be required when only short
samples are available, although this of course leads to the opposite problem,
false positives.

3.2 Data Representation

3.2.1 Feature Extraction

It is generally accepted that features in speaker recognition should be practi-
cal, robust and secure[71], that is they should be easy to retrieve, they should
represent the speaker's voice reliably without being a�ected by intra-speaker
variation or noise and they should \not be subject to mimicry". While there
are no features that ful�ll all the criteria completely, thi s section discusses the
types of features used in manual and automatic speaker recognition, particularly
with respect to practicality and robustness.

Automatic speaker recognition usually classi�es voices according to param-
eters or features that operate at a lower level than the features used in human
forensic speaker recognition. In human speaker recognition, speakers can be dis-
criminated using a wide variety of cues, for example pitch, accent, the pronun-
ciation of certain sounds or words, word choice, idiolect, sociololect, intonation
or syntactic constructions.

That is, features that human use tend to be high-level features which depend
on learned traits[55], while computer systems use low-level features that depend
on the speaker's anatomy.

Some advances towards using high-level features like word or phoneme n-
grams or prosody in automatic speaker recognition have beenmade[7][13], though
these approaches are usually outperformed by classical automatic speaker recog-
nition systems using low-level features. Consequently, high-level features are of-
ten used in fusion-type systems that integrate low-level and high-level features
to gain slightly in performance[48][12][38]. Still, many measures used in human
speaker recognition can not be reliably and e�ciently extracted by computers.
For example, the detection of an unusual and characteristicway to pronounce
a certain word or phoneme would require the segmentation of the speech into
words and phonemes, the use of a speech recognition system and at least some
semantic processing to determine the intention of the speaker, all of which would
have to perform at a low error margin, which does not appear realistic at the
moment.
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On the other hand, automatic speaker recognition o�ers the possibility to ex-
tract short-term low-level features that would be hard or impossible to compute
and interpret for humans. Features for human and computer speaker recogni-
tion can thus be seen as being complementary, further stressing the need for a
system that makes the process of automatic speaker recognition accessible to
human interpretation so that the interaction between the tw o yields improved
results.

While the features used in automatic speaker recognition generally perform
well under good conditions, they are sensitive to channel e�ects that arise from
the use of di�erent handsets or telephone lines as well as background noise.
In a practical application on realistic, forensic data, normalization for these
conditions is therefore required (see 3.2.1).

Common types of automatic features that can be extracted from the speech
signal include Linear Predictive Coe�cients (LPC) and Mel- Frequency Cepstral
Coe�cients (MFCC)[20][11]. LPC feature extraction models speech production
through estimating the parameters of a �lter representing di�erent parts of the
vocal tract.

MFCC vectors, which are widely used in current speaker and speech recog-
nition research[54] and have also found application in music retrieval[39], on the
other hand, mimic human perception[39]. Their computation and properties
will be described in the following.

Mel-Frequency Cepstral Coe�cients

A cepstrum is de�ned as the inverse Fourier transform of the logarithm of the
spectrum. Consequently, Mel-Frequency Cepstral Coe�cients are computed
by mapping the short-term spectrum components onto the Mel scale before
converting back to the time domain.

The �rst step in extracting MFCCs from a signal is to divide th e signal
into Hamming-windowed frames as described in section 3.1.2. Here, a typical
window length of 30 ms with 50% window overlap is chosen[12].A vector of
cepstral coe�cients is then calculated for each frame.

To this end, the Fourier transform of each signal frame is taken, that is, the
complex signal is decomposed into sinusoids of di�erent frequencies. The power
spectrum then represents all frequencies present in the signal relative to their
amplitude, while the time domain is ignored (see �gure 3.2). The computation
of the Fourier transform for the discrete and �nite signal data is usually realized
using the e�cient Fast Fourier Transform (FFT). For a signal of length N with
values at positionsk = 1 ; :::; N , the transform is given by

X (k) =
NX

n =1

xn � e
2�i
N n � 1k � 1 (3.5)

In the next step, the amplitude spectrum is warped using a triangular Mel-
spaced �lterbank (see 3.10) and the logarithm of the amplitude spectrum is
taken as a measure to simulate human perception since loudness perception has
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Figure 3.8: Steps in the computation of MFCC vectors

been found to be roughly logarithmic[39]. The Mel scale is a scale for frequency
that is based on human perception which has a better frequency resolution in
the lower Hertz regions between 500 and 4000 Hertz[46]. The mapping from
Hertz to Mel is thus approximately linear below 1000 Hz and logarithmic above
(see �gure 3.9). The function that converts Hertz to Mel is given by

m = 2595 � log10(1 +
f

700
) (3.6)

A �lterbank can be thought of as roughly similar to the window ing functions
mentioned in section 3.1.2, in that a weighting is applied todata within a certain
range of data. Here, the �lters are triangular and operate not on the time but
on the frequency scale where the distance between the centers of the �lters is
Mel-spaced.
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Figure 3.9: The Mel scale

The Mel �lterbank thus collects the spectrum data into a numb er of fre-
quency bins, where the contribution of each frequency channel is weighted by
the �lter. The output of each �lter is the sum of the products o f each channel
value and the local magnitude of the �lter.

Finally, in order to de-correlate the vectors calculated for each frame, a Dis-
crete Cosine Transform (DCT), an alternative procedure to the inverse Fourier
Transform, is applied to obtain cepstral coe�cients:

cd =
MX

m =1

Sm � cos[(m �
1
2

)
�d
M

] (3.7)

for d = 1 ; 2; :::; D where D is the number of cepstral coe�cients and M is
the number of �lters in the �lterbank and therefore the lengt h of �lterbank
coe�cients Sd and whereD � M . The coe�cient for n = 0 is equal to the sum
of the �lterbank coe�cients since cos(0) = 1 and thus represents the energy
of the log spectrum. For this reason, the zeroth coe�cient is usually excluded.
The number of coe�cients extracted per frame is usually between 12 and 20[11].

In addition to the cepstral coe�cients which do not summariz e signal dy-
namics, delta and delta-delta coe�cients which capture the temporal dynamics
of the signal can be computed[39]. The delta and delta-deltacoe�cients are the
�rst and second order time derivatives of one cepstral coe�cient. Calculating
the delta coe�cients for a single MFCC vector of 18 dimensions thus leads to
18 delta coe�cients which are concatenated to the feature vector. The use of
�rst and second order time derivatives can only be justi�ed when enough data is
available since the doubling of the dimensionality means that more training data
is required for estimating the speaker model. The concatenation of static and
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Figure 3.10: Mel �lterbank

dynamic features into one vector has also been criticized asnot methodologically
sound.

The derivatives can be calculated as

� f k
i = f k+ M

i � f k � M
i (3.8)

where f k
i is the i th coe�cient of the kth frame in the feature matrix f and

where M is the o�set, usually 2 frames.

To compensate for channel and session e�ects, Cepstral MeanSubtraction,
(CMS)[2][27][31], is applied on the feature matrix by subtracting the mean of
each feature dimension from all feature values in that dimension by recomputing
the feature values as

cmsi
d = ci

d �

P I
i =1 ci

d

I
(3.9)

for all d = 1 ; 2; :::; D where D is the dimensionality of the feature vectors and
I is the number of feature vectors in the matrix. CMS is usuallyperformed on
the feature matrix of the whole utterance of a speaker.

Note that, since the same amount is subtracted from all values that share
a dimension, CMS is linear and can only remove e�ects that arepresent in the
same amount in all parts of the signal. Also, since the variance is not speci�-
cally modeled or separated from the speaker characteristics, speaker dependent
characteristics may be removed[27][49]. So while it is easyand quick to compute
and has been shown to improve classi�cation performance[49], CMS is limited
in its applicability and usefulness.

For this reason, a variety of more advanced approaches to channel and
speaker normalization techniques[63][37] that have proven to perform better
than CMS, have sprung up in recent years.
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These various procedures are applied in di�erent processing steps in the sys-
tems (e.g. in preprocessing, feature extraction[49] or in the speaker models) and
include feature mapping[53], feature warping and short-time Gaussianization[72],
which both aim to map the observed feature distributions to normal distribu-
tions[5], factor analysis[32] and latent factor analysis and nuisance attribute
projection[65][15][66] which use latent factors to model variation.

While sophisticated methods to normalize features in speaker recognition
systems exist and speaker recognition performance on telephone data has greatly
improved in recent years[50], variability for example due to channel e�ects, audio
quality, di�erences in voice quality still constitutes one of the major challenges
for automatic speaker recognition systems and the search continues to obtain
features that are \stable over time, insensitive to the variation of speaking man-
ner, including the speaking rate and level, and robust against variations in voice
quality due to causes such as voice disguise or colds."[27].

3.2.2 Model Estimation

After the signal has been converted to features, the next step of the process is to
create a model that represents the speaker in each audio �le in the multidimen-
sional space de�ned by the dimensionality of the feature vectors. A good model
should be speci�c enough to reliably distinguish between di�erent speakers, but
it should also be general enough so that it does not over-�t tothe training data.

Instead of estimating an abstracted model, each series of vectors could be
considered one class and be placed in the N-dimensional space. The distance
between two speakers in di�erent �les could then be calculated as a function of
the Euclidean distances between the relative vectors, for example by averaging
the minimum distance between points of di�erent classes. A similar approach
in speaker recognition was described as a \Nearest Neighbor" method[10][11],
although here the class of an unlabeled point is not decided through its nearest
neighbor (or neighbors) as in regular NN classi�cation, but the nearest neighbor
is computed based on class membership.

Regardless of the name, this approach severely limits the amount of data that
a speaker recognition system can handle since all vectors for all audio �les have
to be stored and Euclidean distances between all frames for all speakers have
to be calculated in high-dimensional space, making this method very intensive
in terms of memory and computation time. The inverse NN approach also is
not well suited for text-independent speaker recognition where the number of
frames in each class can vary signi�cantly, leading to a biasin the computed
distances.

Vector Quantization[11] constitutes a method to compress and summarize
the individual feature vectors. This is done by partitionin g the speaker vectors
into vector code-books, a number of code vectors that represent the character-
istics of each sub cluster of the data. Since there are as manycode vectors as
there are clusters, the number of code vectors is always lower than the number
of feature vectors.

The score between two audio �les can then be computed throughminimal
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distances as described above but is more e�cient and less sensitive to outliers
and the number of vectors.

Alternatively, speaker data can be modeled as a distribution. This approach
is most commonly used in current automatic speaker recognition and has the
advantage that it is 
exible, e�cient and smoothes over the d ata. Additionally,
distributions have a straightforward interpretation whic h also extends to scoring,
which is taken to be the likelihood of the data in question being produced by
the model. Distributions are used as models by, given the data, estimating the
underlying distribution from which the data originated, th us abstracting away
from the individual feature vectors.

Gaussian Mixture Models

Simple Gaussian distributions are easy and quickly to estimate but simplify the
underlying distribution of the speaker data too much to yield good results in
speaker recognition. Instead, Gaussian Mixture Models[57] are often used[54].
They consist of an arbitrary number of weighted Gaussian distributions (and
can thus, given enough training data, model any distribution) and thus combine
the advantages of robust and smooth Gaussian models which abstract from the
data with that of VQ, namely precise modeling[52].

An N -component GMM model � is de�ned by the means, covariances and
weights (� i ; � i ; wi ) for i = (1 ; 2; :::; N ) of the N component Gaussian distribu-
tions. Figure 3.11 shows a GMM consisting of two two-dimensional mixture
components with means (1; 2) and (� 3; 2), covariance matrices

�
4 1
1 2

�

and
�

2 � 2
� 2 3

�

and weights 0.4 and 0.6, meaning that the second distribution makes up a
bigger portion of the resulting GMM. The weights of the indiv idual mixture
components always sum up to 1.

The number of mixture components that a model can support depends on
the amount of training data available and its dimensionality. Techniques to
determine the optimal number of mixture components that is, model complexity,
exist[75][36][17], but often a �xed number of mixtures is used independent of the
individual number of MFCC vectors, particularly if all �les in the system are of
comparable length and their MFCC vectors have the same dimensionality.

Since decorrelation was applied as the �nal step in the MFCC generation,
the covariance matrix used does not have to be full-ranked but can be diagonal,
thus reducing memory and computation needs.

GMM model parameters can not be estimated as easily from the feature
vectors as those of simple Gaussians where it is su�cient to calculate the mean
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and covariance of the data. Two approaches to calculating the model, the
Expectation-Maximization algorithm[57] and Maximum a posteriori adaptation,
both of which are used in the present system and will be described in the
following and evaluated in section 4.3. Another group of estimation algorithms
not further discussed here are discriminative training methods[41] which aim
not only at increasing the likelihood of the speaker's data but also at increasing
the discriminability with other speakers' data using both positive and negative
training data.

Figure 3.11: A GMM with two mixtures, left: z vs x axis, right: y vs x axis

Expectation Maximization The expectation maximization (EM) algorithm[23]
is a clustering algorithm that estimates the parameters of the distributions that
generated the data through maximum likelihood estimation, aiming at maxi-
mizing the likelihood of the training data.

As mentioned above, calculating the means and covariances of the individual
distributions would be easy if the cluster membership of each feature vector was
known. On the other hand, the cluster memberships could be computed if the
parameters of the distributions were known.

The EM algorithm breaks this circle by starting from initial , possibly random
parameters for the unknown parameters (called \latent" or \ hidden" parame-
ters), calculating the posterior probabilities of the classes and using the result
of that to re-estimate the means and variances which in turn are used again to
calculate the posterior probabilities and so on. The process repeats until the
improvement between two iterations is lower than a certain set threshold. The
EM is thus an iterative algorithm; it converges towards a local minimum which
usually is reached in about 10 iterations[52].
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The two steps in the EM algorithm are called the Expectation (E) step and
the Maximization (M) step. Given observations �! x1; �! x2; :::; �! xn , K classes and
parameters� t (where t is the iteration index, obtained through the initializatio n
if t = 1 or previous M-steps otherwise), calculate the alignmentof the data and
the clusters:

p(i j�! xn ; � t ) =
wt

i � N (�! xn ; � t
i )

� K
k=1 wk � N (�! xn ; � t

i )
(3.10)

wherep(�! x j� t
i ) is the likelihood of the i th mean and covariance values producing

value �! xn . This is given through the Gaussian probability density function

p(�! x j� t
i ) =

1

(2� )
D
2 j

�!
� t

i j
� 1

2

e
1
2 ( �! x n �

�!
� t

i )0(
�!
� t

i ) � 1 ( �! x n � �! � t
i ) (3.11)

where D is the dimensionality of the data (and consequently that of the distri-
bution).

Next, the Maximization step computes the updated weights:

wt +1
i =

1
N

� N
n =1 p(i j�! xn ; � t ) (3.12)

And through MLE, the mean and covariances that maximize the likelihood of
the data are computed:

� t +1
i =

� N
n =1 p(i j�! xn ; � t )�! xn

� N
n =1 p(i j�! xn ; � t )

; (3.13)

� t +1
i =

� N
n =1 p(i j�! xn ; � t )( �! xn �

�!
� t

i )(
�! xn �

�!
� t

i )
0

� N
n =1 p(i j�! xn ; � t )

(3.14)

The new estimates for the latent parameters are then used in the E-step of
the next iteration.

As mentioned, the EM only converges to a local minimum, making the ini-
tialization of the hidden parameters crucial. In theory, th ey can be picked
at random, but using a classi�er proves more successful. In the present case,
the Uncorrelated Discriminant Classi�er (UDC), a quadrati c classi�er assuming
normal densities with uncorrelated features was used for initial clustering. This
classi�er in turn was initialized with a k-center clusterin g which partitions the
data into K groups of points where the choice of the center point of each clus-
ter minimizes the overall distances between the data pointsin the clusters and
the respective centroids. Since �nding the most central point in each cluster is
NP-hard, di�erent approximations to this problem exist.

The implementation used here[25] starts by setting the center points to K
random points in the data. The points are then assigned labels depending
on which center is closest. The center points of each clusterare then found
by for each cluster taking the point whose maximum distance to any other
point in the cluster is the lowest. If the centroids found are di�erent from
the initial centroids, the procedure is repeated with the found centroids as the
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starting point. If not, the class labels are returned. Sincethe initialization of
the k centering algorithm is random, the EM-estimation of the GMM is non-
deterministic.

EM estimation has yielded good performance in various speaker recognition
in the past but has the downside that relatively much data is required to reliably
estimate the model, particularly if the number of dimensions is high, for example
when delta coe�cients are included with the MFCC coe�cients .

For that reason, recent systems often use Maximum a Posteriori Adaptation
to create GMM models, this makes it possible to achieve good performance
when only speaker samples of short duration are available. This method not
only requires less data, but, depending on the number of mixtures, can also be
faster to compute.

Maximum A Posteriori Adaptation Maximum a Posteriori (MAP) adap-
tation[56] starts from an EM-trained background GMM, also called Univer-
sal Background Model (UBM). This background GMM is trained w ith large
amounts of data pooled from di�erent speakers, which, depending on the appli-
cation, may be tailored to certain conditions, for example,background models
for speci�c channel conditions[5], age groups, languages or dialects can be cre-
ated and selected to match the nature of the speaker �les at hand.

The idea of MAP adaptation is then to update this average speaker using
the data from only one speaker, thus creating a GMM tuned to the speaker's
data.

The �rst step of MAP adaptation is identical to the E-step of E M estimation
(see formula 3.10), except that instead of hidden parameters, the known param-
eters of the UBM are used to calculate the alignment between the data and the
background model's individual mixture components. The resulting values are
then used to calculate the updated weights (see formula 3.12) and, from that,
the new means:

�̂ =
1
ŵi

� N
n =1 � p(i j�! xn ; � t )xn (3.15)

where ŵi is the updated weight for mixture i .
Only the means of the background GMM adapted to yield the trained

speaker model[22]. Although also updating the weights and covariances is gen-
erally possible, it has been shown to have a negative e�ect onperformance[5][4].

Finally, the new statistics are used to update the background model:

� = � i ^� i + (1 � � i )� i (3.16)

where � is de�ned as

� i =
ŵi

ŵi + r
(3.17)

and r is a relevance factor, set to a �xed value, usually 16[14][56]. The adapta-
tion coe�cient � controls the relative in
uence of the old and new estimates.If
the alignment between the data and a mixture is good, that is,if the likelihood



3.2. DATA REPRESENTATION 38

of that mixture producing the speaker data is high compared to the overall
likelihood of the background GMM producing the data, the new estimates that
are based on the data are assigned a bigger weight in the re-computation of the
means. Consequently, the adapted GMM uses more speaker datawhere avail-
able and the generic, neutral background model data otherwise. This makes it
possible to estimate GMMs with higher numbers of mixtures and with shorter
speech samples that when using EM estimation.

While there is no �xed limit on how much data is needed to create an ade-
quate model via MAP adaptation, techniques that outperform MAP when using
very small amounts of data exist, however MAP has been found to yield better
results when dealing with the medium length and long speech (30 second to 1
minute) samples that the present system is targeted at and will be evaluated
on[16][40][42].

Support Vector Machines

If MAP adapted speaker models only di�er in their means but have identical
covariance matrices and weights, the mean vectors are su�cient to fully describe
the speaker and feature-based classi�cation can be applied.

A concatenation of all mean vectors in one GMM yields a so-called supervec-
tor[15][14]. For example, if a 128-mixture GMM is adapted using 18-dimensional
MFCC data, a supervector with 2304 dimensions results. Supervectors lend
themselves to another application, namely Support Vector Machines (SVM)[19].
An SVM is a classi�er that realizes supervised learning by constructing an n � 1-
dimensional hyperplane, a divider into two parts, in n-dimensional space that
optimally separates two classes. That means that the boundary between the two
classes is placed so as to maximize the distance to the nearest training vectors
of either class or, in the non-separable case, to maximize the margin between
cleanly split vectors[9].

That means that only the training vectors lying closest to the hyperplane
in
uence its position and orientation, their removal would change the solution.
For that reason, they are called support vectors, giving theclassi�er its name.

Since the linear separation required is not always possiblein the original
dimension de�ned by the dimensionality of the training vectors, the data is
mapped into a di�erent, higher dimensional space using a kernel function, mak-
ing the classes linearly separable in the mapped so-called feature space.

Formally, an SVM starts from the training set f (x1; y1); :::; (xn ; yn )g, where
x are the training vector and where it holds that yi 2 f� 1; 1g, that is, every
training vector is labeled as either belonging to class 1 or to class -1.

The goal of the SVM now is to �nd the optimal margin and hyperpl ane of
the form H = < �! w ; �! x > = b where w is normal to the hyperplane and b is an
o�set. Consequently, the decision function that classi�es vectors is

< x; w > + b � +1 for y = +1
< x; w > + b � � 1 for y = � 1

(3.18)



3.2. DATA REPRESENTATION 39

The optimal hyperplane is thus one that leads to examples from classes -1 and
1 both being classi�ed correctly according to the decision function. The closest
points on either side thus lie on the parallel hyperplanesH 1 = < w; x > � b = 1
and H � 1 = w � x � b = � 1 respectively. The width of the margin d can be
calculated as

d =
2

jjwjj
; (3.19)

where jjwjj is the Euclidean norm. From this it follows that d is maximized as
jjwjj is minimized.

What follows is the optimization problem of minimizing the l ength of w
under the side condition that all sample vectors are classi�ed correctly2, that is

yi (< x i ; w > + b) � 1 � 0; 8i: (3.20)

This optimization problem can be solved using reformulation as Lagrangian
function and solving the resulting dual problem �nally lead s to the optimal
values for the hyperplane and the decision function

f (xnew ) = � n
i =1 � i yi < x i ; xneu > + b (3.21)

where � i is a Lagrange multiplier.
The situation described so far only treats linearly separable data but the fact

that only the dot product of the data vectors appears in the training problem
means that it is possible to �rst map the data to a di�erent spa ce as mentioned
above. The kernel functionK(x i ; x2) is used to map the data into a space where
they can be linearly separated without calculating the projection explicitly.

The kernel commonly used in speaker recognition is linear and scales the
elements of the supervector by their associated variances[15][14]:

K (x1; x2) = � N
i =1 (

p
wi � � 1

2 x1
i )0 � (

p
wi � � 1

2 x2
i ) (3.22)

where w,m and � are the respective GMM weights of the GMM mixture com-
ponent. In this case, the diagonal scaling of the means can also be computed
on the supervectors beforehand, which means that a regular linear kernel can
be used.

Alternatively, non-linear kernels have been proposed[22][14], which, when
used in combination with a model normalization procedure may show a slight
improvement over the linear kernel used here.

Since SVM is a binary classi�er but it has to be possible to represent more
than two speaker sample �les in the system at the same time, the SVMs are
trained of a two-class problem where one class, representedthrough only one
supervector, is the target speaker and the other class consists of cohort speaker
supervectors. The cohort resembles the background model inthat it is made up
of a big number of speakers otherwise not present in the system (i.e. no data
from other audio �les to be processed in the system is used forthe construction
of the cohort), but that can be selected to �t the target speaker's gender, age,
dialect etc.

2Here, only the case for separable data is described
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3.3 Distance Scoring

What is missing now that the GMM or SVM models have been created is a
way to determine how similar the speakers from whose data themodels were
built are. The goal of this step is to obtain a distance matrix that gives all
inter-model distances.

3.3.1 Distances for SVMs

The distance between a trained SVM classi�er and a supervector is determined
by simply using the classi�er on the supervector. The resulting value, the dis-
tance from the boundary, indicates the relative �t for both c lasses on a con-
tinuous scale, thus yielding a number that quanti�es how close to the speaker
on which the SVM was trained the new data lies relative to the distance of the
cohort.

3.3.2 Distances for GMMs

The GMM distributions could be compared directly, but measures for the dis-
tance between distributions like the Bhattacharyya distance or the chi square
metric often impose constraints on the characteristics of the distributions or are
expensive to compute.

It is thus preferable to use a metric that is intuitive, unive rsally applicable
and relatively quick to compute. Therefore, instead of calculating the distance
between the distributions directly, the likelihood, or log likelihood which ful�lls
above characteristics is used to assign a distance score to the relation between
the GMM created from one �le and the data vectors created from the other
�les.

Since the GMM components are multiple ordinary normal distributions, the
likelihood can be computed for each mixture component on thebasis of the
general Gaussian likelihood function (see equation 3.11) using the respective
means and covariance matrices. These values are summed and,to represent the
contribution of each gaussian to the GMM correctly, weighted, leading to the
following de�nition for the likelihood function for GMMs[5 7]:

p(�! x j� ) = � M
i =1 wi p(�! x j� i ): (3.23)

The likelihood of a GMM is thus simply a weighted linear combination of the
densities of its component distributions.

Note that above equation will yield one value per MFCC vector. Each MFCC
vector represents only a fraction of a second of speech and consequently there
will be a big number of likelihood values that has to be combined into a single
score. Since the lengths of the MFCC vectors vary depending on the length
of the voiced sections in the original utterance, the mean ofthe log likelihood
values is used:

log(p(X j� )) =
1
T

� t log(p(�! x j� )) (3.24)
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An alternative sometimes used in speaker recognition is theBayesian In-
formation Criterion (BIC)[62] which is based on the log likelihood score but
additionally factors in the complexity of the model so that l ess complex models
are preferred to avoid over�tting. It is usually applied in m odel selection and is
de�ned as

BIC = ( � 2 � log(p(�! p j� )) + k � log(n)) (3.25)

wheren is the number of feature vectors andk is the number of free parameters
in the model calculated as

fp = N � 1 + N � (k + 0 :5 � d � (d + 1)) (3.26)

The BIC score has three components: the likelihood, the model's degrees of
freedom and the number of data vectors and thus only adds the degrees of
freedom as a factor in the score computation, which is negligible when all models
have the same number of mixtures and when the di�erence in lengths between
the data vectors is not negligible.

Further, the BIC is more complex to compute than the log likelihood score.
These factors should be considered when choosing the scoring method.

The BIC or likelihood scores as described lack one importantcharacteristic
compared to the SVM scores: They are not normalized with respect to the
cohort or background model that represents the average speaker. This means
that the score only represents the relative distance between a model and some
data, but this score does not relate to how likely an average,nondescript speaker
is to produce an utterance that leads to the same feature vectors and therefore
how signi�cant the original score is.

This problem is easily remedied by rede�ning the score as a ratio of likeli-
hoods (or BIC) scores[56]:

ll ratio =
log(p(X j� ))

log(p(X j� background ))
(3.27)

The likelihood ratio thus expresses the magnitude of the score relative to the
score of the background speaker, making scores comparable across the evaluation
of the same data for di�erent models. This normalization technique is simple and
e�cient, requiring the calculation of only two likelihood s cores. The selection
of the background model can also be used as a means of channel normalization
for telephone data[30], namely by automatically selectinga background model
trained on speech gathered under the same conditions, that is, e.g. from the
same type of handset, as the data for the model in question, thus yielding
scores that are normalized with respect to channel conditions and that can be
compared across conditions.

More costly alternative score normalization techniques like cohort normal-
ization where the background speakers are modeled separately and the Z-norm
which normalizes the score distribution, exist, but yield mixed results with re-
gard to performance[5].
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3.3.3 Computation

The distance matrices calculated as described above are notsymmetric since
model �t is never perfect. That means that the score ll B

A will di�er from the
score calculated from the inverse case,LL A

B , meaning that the distances which
will later form the basis of the visualization are not consistent and de�nite as
will be required (see section refvis). The same is true for distance calculation in
SVM models, where the score resulting from applying speakerA's trained SVM
model to classi�cation on speaker B's supervector will yield a di�erent score
than using speaker B's model to classify speaker A's supervector.

In the following, two new strategies to obtain a symmetric distance matrix
will be formulated. The performance of all three methods, the conventional
calculation and the two new techniques, will be evaluated insection 4.3.

Mirrored Symmetric Distance Matrix Computation The number of
scores to be computed to achieve a full matrix of inter-recording distances when
k models are present in the system is

nscores = k2 � k; (3.28)

meaning that the number of computations grows quadratically. While a set of
10 �les requires the calculation of only 90 similarity scores (scores between a
model and its own data are not computed but set to 0), 2450 scores have to be
computed when processing a batch of 50 audio �les.

The distance calculation consequently becomes very processing time and
memory intensive as the number of �les grows. In order to remedy both prob-
lems, the high processing time and the asymmetry of the distance matrix, only
the upper triangle may be computed and the resulting matrix can be added to
its transpose to yield a full, symmetric distance matrix while requiring only

nscores =
(k � 1) � k

2
(3.29)

score calculations and thus halving the number.

Averaged Symmetric Distance Matrix Computation While above strat-
egy decreases the computation time and guarantees a symmetric matrix, one
obvious drawback is that the inaccuracy in the score stemming from the fact
that the estimated model is not identical to the true distrib ution of speaker
features remains and is just copied to enforce a symmetric matrix.

Another approach is therefore to start from a full distance matrix and taking
the average over a score pairsB

A � sA
B and use the resulting value for both

positions:

scoressym =
scores+ scores0

2
: (3.30)

This assumes that, since the data and processing are imperfect, the resulting
values are centered around a true score that accurately quanti�es the similarity
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between two speakers (and that is symmetric). By averaging over the values,
the o�sets therefore cancel each other out, yielding a smoothed, more accurate
score.

3.4 Visualization

After a number of audio �les have been treated with the unvoiced section re-
moval, the MFCC extraction, Cepstral Mean Subtraction and model estimation
and after the distance matrix between the content of the �les has been com-
puted, we have obtained a simple representation of the similarities in the audio
�les.

The distance matrix then could be used for closed set recognition by �nding
the most similar �le for each �le, or for clustering where �le s whose distance is
below a certain threshold are grouped together. As mentioned, the latter often
uses model updating, that is, after two �les have been recognized as coming
from the same speaker, the combined data is used to re-estimate the speaker
model in hopes to use the added information to achieve a modelwith better �t.

Model updating bears the risk that over time and with growing classi�cation
errors the speaker models will actually become less precisebecause errors are
ampli�ed through the inclusion of faulty data when reestimating the model.
Additionally, the order in which the �les are read in becomescrucial and di�erent
orders will lead to varying results when the clustering is imperfect.

The distance matrix alone does not lend itself to model updating since the
scores are computed on non-clustered, single models, but itcould be used to
�rst cluster models that not only lie below the threshold, bu t have a particularly
low distance, thus minimizing the chance of errors stemmingfrom models that
become unrepresentative of the speaker through updating and then recalculating
the distance matrix with the updated models.

However, since the purpose of the present system is not active clustering
but making the distance relations found accessible to humanobservation and
interpretation, the order in which the �les are processed isirrelevant.

The distance matrix represents distances in high-dimensional space, the
number of dimension depending on the number of cepstral coe�cients extracted
from each frame and on whether delta and delta delta coe�cients are included.

Since for obvious reasons it is impossible to visualize thisspace directly when
the number of dimensions is bigger than 3, a way that maps the data to points
in two or three-dimensional space while maintaining the distance relations must
be found.

3.4.1 Dimension Reduction

To this end, three dimension reduction algorithm were tested and will be pre-
sented in the following. Dimension reduction algorithms can start either from
the distance matrix or from a set of vectors de�ning points in the multidimen-
sional space.
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The latter can be considered problematic for several reasons: There is no
good way to convert all types of models into vectors and the metric of the
distance calculation changes.

Only the MAP adapted GMM models o�er an obvious way for conversion
to vectors, namely the aforementioned supervectors. But while variances and
weights are identical for these models since only the means are adapted from
the background model, EM-estimated GMM mixture componentshave varying
weights and variances and there is no obvious way to convert SVM classi�ers
into vectors.

But even if an appropriate vector representation for all three types of models
were found, the dimension reduction algorithm just receives the vectors as an
input and consequently will not use the distance calculation metric described
here, which is likely to lead to bad performance.

Dimension reduction algorithms that can work directly on th e similarity
matrix thus appear to be better suited for this task since neither model repre-
sentation nor distance calculation need to be altered.

In the following, the three dimension reduction algorithms used in the ex-
periments, Multidimensional Scaling[69], Isomap[67][68] and Locally Linear Em-
bedding[60] will be described. These three non-linear dimension reduction were
chosen since Multidimensional Scaling is an established, much used technique
and Locally Linear Embedding and Isomap constitute recent,related techniques.
The similarities between the three dimension reduction algorithms will be ex-
plained in the following.

Multidimensional Scaling

Multidimensional Scaling is an established set of techniques that �nd wide ap-
plication in various scienti�c �elds[18] like Psychology and Economy. It takes a
distance matrix and tries to �nd a con�guration of points in l ower dimensional
space whose Euclidean distances match the distances in the input matrix.

There are multiple variants of MDS, here a nonlinear variant using a Sam-
mon mapping which is performed on a symmetric distance matrix with zero
diagonal[25] is described and evaluated.

The MDS procedure consists in the minimization of an error function, the
stress. In the original metric MDS, the stress function is simply

Stress = � N
i = I [d(x1; x2) � d0(x1; x2)]2 (3.31)

where d(x1; x2) is the distance betweenx1 and x2 in the original space and
d0(x1; x2) is their distance in the mapped space.

The MDS computation proceeds as follows: First, the points whose position
is to be optimized are initialized with the output of a classical scaling classi�er
applied to the distance matrix. The classical scaling classi�er uses the eigenval-
ues of the inner product matrix to construct a linear mapping that maintains
the squared distances.

The initialization of the eigenvalue computation is random, so the initial
position of the points in the space varies.
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The new coordinates are then computed iteratively via the Pseudo Newton
algorithm, a gradient descent method minimizing the value of the Sammon stress
function

Stress =
� N

i = I [d(x1; xq
2 � (d(x1; x2) � d0(x1; x2)]q)

� dq+2 (3.32)

where q is the Sammon stress indicator, in the following set to 0. Thestress
function is thus similar to the classic metric function except that each distance
is weighted according to its contribution to the overall summed distance.

The iteration comes to an end when the maximum number of iterations is
reached or when the error drops below a certain threshold.

Isomap

The Isomap algorithm[67][68] extends MDS by �rst calculating the geodesic
distances in the high-dimensional space and then applying metric MDS (see
above) on the resulting distance matrix.
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Figure 3.12: Geodesic and Euclidean distance illustrated

The idea behind the nonlinear dimension reduction technique Isomap is to
�nd coordinates in lower dimensional space that preserve the intrinsic geometry
of the data by �nding the underlying manifold, a topological space that is locally
but not globally Euclidean.

Due to this property of the manifold, the distance between adjacent points is
calculated using the Euclidean distance, while the distance between points that
are far away from each other, the geodesic distance is calculated. This is done by
�rst constructing a graph in which nearby points are connected via edges, and
then calculating the distance between the two points along the shortest path
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between them. Finding the shortest path is an optimization problem which is
usually tackled using Dijkstras algorithm[24], a greedy breadth �rst algorithm.

As an illustration, consider the dataset in �gure 3.12 wherethe circles indi-
cate the data points. The direct distance between the two redpoints, indicated
by the red line, ignores the underlying spiral form of the data and the Euclidean
distance calculated between the points is 6.68.

The geodesic distance on the other hand can be approximated by building a
graph structure where each point is connected to its nearestneighbor and then
summing the distances between the edges of the shortest path, here indicated
by the magenta line. The geodesic distance here is the sum of the Euclidean
distances between the magenta circles and the �rst and last red circle. This
method thus takes into consideration the underlying spiralstructure of the data
and makes use of the fact that manifolds are locally Euclidean for the calculation
of the distance which in this case is 26.89 and thus signi�cantly di�erent from
the simple Euclidean distance.

In summary, given the right parameters, namely the number ofnearest neigh-
bors or the radius of the neighborhood to use for building thegraph, Isomap
recovers the underlying structure and true dimensionality of the data and uses
the pairwise distance matrix built on these grounds as an input to MDS which
�nds low dimensional points that approximate the distances.

Note that when the number of neighbors or the size of the radius used to
built the graph is so big that is includes all data points, the geodesic distance
will be identical to the Euclidean distance, reducing Isomap to simple metric
MDS.

On the other hand, if the number of neighbors or area size are very small,
the graph may become disconnected, thus making it impossible to calculate all
pairwise distances. Consequently, some tuning of the parameters is required.

Locally Linear Embedding

Locally Linear Embedding is a dimensionality reduction techniques where data
points are modeled through their neighbors and the resulting coe�cients are
used to recreate the points in lower dimensional space. As inIsomap, how
many neighboring points are used can be set by providing a value either for the
number of neighbors or the maximum distance of the points.

The points are modeled as a weighted linear combination of their neighbors
by minimizing the error function

E(W ) = � i (X i � � j W + ijX j )2 (3.33)

where X i is the modeled point, X j is a point in the neighbor set and Wij is
the coe�cient that describes to which X j contributes to the reconstruction of
X i .[60] The goal is thus to �nd the weights that minimize the cost function, this
is done by solving a least squares problem.

The weights for the reconstruction of a point always sum up to1 to guar-
antee translation invariance. Additionally, above equation is invariant to scale
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and rotation, meaning that intrinsic properties are captured in the calculated
weights.

The idea then is to embed these locally linear groups in lowerdimensional
space where the characteristics will be maintained when thecoe�cients are used
to reconstruct the points.

The reconstruction is done by again minimizing the cost function, but now
with known weights and unknown neighbor coordinates. An eigensolver is used
to �nd the embedding coordinates.

Classic LLE operates on a number of input vectors describingthe points
in high-dimensional space, but it is possible to adapt the algorithm so that
distance matrices can be used as an input. This requires calculating a local
covariance matrix from the relevant parts, that is, the distances relating the
nearest neighbors and the target vector, of the distance matrix as

Cjk =
1
2

(D j + D k � Djk � D0) (3.34)

where Fjk is the squared distance between pointsj and k, D0 is the sum of
all squared neighborhood distances andD j and D k refer to the sum of all
squared distances between pointsj and k and the points in their neighborhood
respectively. This adaptation of LLE will be used in the following.

Isomap and LLE are similar in that they have relatively low computation
complexity, use the distances at a local level to achieve global preservation of
structure in lower dimensions and have just one parameter, the neighborhood
or radius size[60].

3.4.2 Presentation

The application of dimension reduction yields 2-dimensional coordinates for all
models, which are then plotted to visualize the similarity relations.

As explained in section 3, in the �nal application, adding or deleting a
speaker model from the system and consequent reapplicationof the dimension
reduction techniques can result in signi�cant changes in the visualization which
is likely to confuse the user.

There are two approaches to solve this problem, the dimension reduction
techniques could either be constrained to change only little when speaker �les
are added or deleted, or the change in visualization could beanimated to convey
the transition to the user. The �rst technique is likely to re sult in a degradation
of performance since the visualization has to remain almoststatic even after
several steps of speaker �le additions and deletions.

For this reason, in the �nal program, every time a speech �le is added or
deleted, the transition between the previous speaker similarity plot and the
updated plot will be animated (see the Appendix).



Chapter 4

Experiments

The system described in the last chapter was evaluated in a series of tests.
Besides the overall performance, that is, to what extent andin what ways the
�nal visual representation of the data can be seen as representative of actual
similarities in the data, the focus was set particularly on testing and comparing
the di�erent con�gurations and settings that are possible i n the system, as for
example the di�erent models and methods of model estimation, the number of
mixtures, the distance matrix calculation techniques and of course the three
visualization techniques and their parameters.

4.1 Data

All tests were run on data from the SwitchBoard-2 phase 1 corpus1 which is
frequently used in the NIST speaker recognition task. Each �le had speech
from only one speaker, meaning that speaker segmentation was not needed,
and contained a concatenation of consecutive turns recorded during a telephone
conversation.

The phone conversations were collected by the Linguistic Data Consortium,
the speakers are all US Americans, mostly from the Mid-Atlantic area of the
US and college students. Conversations lasted about 5 minutes in total, a
proposed topic for each conversation was given but not enforced. As is typical
for telephone data, the audio was encoded at a sampling rate of 8KHz and 8
bits per sample.

All �les were initially about 60 seconds in duration, of which roughly a third
was discarded when removing the unvoiced sections, silenceand noise.

There were three segments per speaker, two of them from the same ses-
sion. The third segment was recorded during a separate sessions but the same
handsets were used.

172 �les, 86 female and 86 male recordings, were separated from the rest of
the �les and used as data for the computation of the cohorts and background

1http://www.ldc.upenn.edu/Catalog/CatalogEntry.jsp?c atalogId=LDC98S75
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models which were thus balanced in terms of gender[56]. All of these �les were
recorded during the �rst session and the �les were not used inany other function
in the test.

In total, 324 �les, 81 �les for each combination of gender andsession number,
were used as input data for the evaluation of the system.

4.2 Methodology

The most important question to address is of course how speaker similarity can
be evaluated. If the similarities detected by the system correspond to the human
perception of similarity in voices, that is, the judgment of the forensic expert,
it would be possible to use manual work to create a Gold standard as reference,
that is, a graph or similarity matrix that represents the sim ilarities between the
�les as perceived by one or more experts.

However, establishing a procedure for establishing a Gold standard and the
comparison of computer and human results and carrying them out exceeds the
scope of the present work.

Although some correlations have been found[59] and MFCC computation is
based on principles of human perception[39], they do not have a straightforward
correspondence to the features that human experts use or that human in general
use to identify voices. This means that a di�ering verdict on the similarities in
the data may not mean that either the human or the automatic results are
wrong, but they may simply re
ect di�erent aspects of characteristics inherent
to the data.

That means that the human experts and the automatic system may consider
di�erent properties of the data which, both of which are representative and lead
to meaningful results but which do not capture all characteristics to the same
degree. This approach thus needs further research to becomea viable technique
for evaluation.

For this reason, evaluations here are based on two easily evaluable criteria:
If the system performs well, both the distance matrix and the visualization
should indicate �les from the same speaker as being close-byand if speakers
of the same gender were grouped closely together, this wouldbe an indication
that the system's distances have at least some correspondence to human voice
discrimination.

Gender was chosen here as a variable for the reason that voices di�er fun-
damentally depending on gender (see section 2.1), men for example generally
have a lower pitch, and is mostly a binary categorization that is easy to make.
Another high-level characteristic that might be used as a control for the system
and as a way to explore the relationship between human and automatic similar-
ity judgments is age which additionally has be property that it is continuous,
a property for which the resulting visualization could be monitored, while the
continuum between members of either gender is less clear or de�ned.

The following section describes the testing procedure and measures to evalu-
ate whether �les from the same speaker are represented as being closely together
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in the system.

4.2.1 Testing

For the mixed-gender experiments, groups of 50 �les were randomly and au-
tomatically picked from the set of 162 �les from the �rst session. Depending
on whether the experiment was performed under mixed- or same-session con-
ditions, �les from these 50 speakers' second session or fromthe second set of
recordings from the �rst session were then added to the set. In the male- and
female- only experiments, the sets of 50 �les were drawn fromonly the set of
�les for the respective gender.

Each of the 50 speakers was thus represented with two �les, one from the �rst
set of �rst session �les and one from the second session or from the second set
of �rst session �les, yielding a total of 100 �les. The �les we re then processed
in the system as described in the previous chapter. The number of cepstral
coe�cients and thus the dimensionality was 18 in all experiments. Delta and
delta delta coe�cients were not included and Cepstral Mean Subtraction was
used for the background models as well as the testing data.

For every experimental setting, 100 �les were randomly drawn, processed
and evaluated �fty times. The reason for this is threefold: Since the EM-GMM
creation has a random component (see section 3.2.2), processing the same �les
twice will lead to slightly di�erent results, the repetitio n of the process aims at
balancing out this random component. Secondly, the currentsystems aims at
practical application on wiretapped phone recordings thathave been indicated
to use 50 to 100 �les at a time, and the number is chosen to be representative of
this. Finally, a series of 50 scores allows for reliably comparing the performance
under di�erent experiment settings using statistical tests.

The system was evaluated at three di�erent points: First after voicing re-
moval where the statistics of the results of the procedure and the di�erences
between application on male and female speech �les were tested (section 4.3.1).
Then, after the calculation of the distance matrices, the classi�cation perfor-
mance was investigated (section 4.3.2). Finally, the end result of the system,
the visualization plots, were examined (section 4.3.3).

4.2.2 Scoring

The distance matrix allows the extraction of vectors of match and non-match
values, that is, scores between data from the same speaker and data not from the
same speaker. The matrix for the 100 �les contains 9900 o�-diagonal values,
100 of which are match scores (\correct") and 9800 of which are non-match
scores (\false"). A variety of scoring measures can be performed of the vectors
of match and non-match values.

Overlap Score One simple method of visually summarizing is to create his-
tograms of the two kinds of scores (see �gure 4.1). The data ineach class is
normalized by the number of total entries to make the histogram heights for true
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Figure 4.1: A histogram of \correct" and \false" score values (SVM, 256 mixture
components, same-session condition, 35 bins)

and false scores comparable. Consequently, the data is binned and plotted. The
resulting histogram shows the overlap between match and non-match values. A
bigger overlap means that the scores between matches and non-matches are less
separable.

A closed set speaker recognition system that performs perfectly in always
picking out the matching speaker but that has a big histogramoverlap is possible
since in that case only the smallest score between two modelsis selected, but
the absolute magnitude of all match scores relative to the non-match scores is
not considered. The overlap of the histogram can thus be seenas a pessimistic
estimation of the error.

To make scores comparable, the separability between match and non-match
scores should thus be high and the goal is to achieve two completely separate
distributions in the histogram that have no overlap and where the distribution
for the match scores is relatively narrow.

Since the distribution overlap as seen in the histogram gives a good overview
over the absolute performance of the system, it is desirableto convert the visual
impression of the extent of the overlap into a numerical representation. A
method for establishing the distribution overlap is therefore proposed here.

The Overlap Score (OLS) can be computed by taking the sum of the number
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of elements in the match vector that are bigger than the smallest non-match
score and the number of elements in the non-match vector thatare smaller
than the maximum match-score. By dividing this sum by the tot al number of
elements in both vectors, one gets the percentage of data points that lie within
the overlapping area:

OLS =
� i (M i ) + � j (NM j )

I + J
(4.1)

where

M i =
�

1 if mi > min (nm)
0 otherwise

NM j =
�

1 if nm i < max (m)
0 otherwise

and whereM and NM are the match and non-match vectors with length I
and J respectively.

The Overlap Score implicitly represents the frequencies ofthe match and
non-match score counts, does not use summarization over data when calculating
the score and gives a single number that sums up the overall performance of the
similarity calculation in high-dimensional space.

Nearest Neighbor Score Another score that does not compare the scores
globally but only across one model is the Nearest Neighbor Score, also pro-
posed here. The Nearest Neighbor Score iteratively considers the closestn =
1; 2; :::; 100 models of each model and checks whether the model produced from
data from the same speaker is among them. Dividing the numberof models
where this is the case by the number of total models, here 1002, yields the ratio
of models which have their matching model among theirn nearest neighbors.
The �nal nearest neighbor score is then the number of neighbors that has to be
considered to reach a percentage of 100.

While this single number is sensitive to outliers and thus only gives an indi-
cation, plotting the percentage for all n yields an informative graph which gives
a good visual summary of the performance.

An example of such a graph is given in �gure 4.2, where the x-axis shows
the number of neighbors considered and the y-axis displays the percentage of
models whose matching model is among the neighbors.

The scores and graphs are particularly suited for { and will be applied to
{ comparing the performance in the original high-dimensional system and the
two dimensional representation where Euclidean distancescan be computed to
yield a new distance matrix which is �nally used to compute and compare the
nearest neighbor scores and graphs and to represent the change in performance
as a consequence of dimension reduction.

2or 50 if the distance matrix is symmetric in which case only th e �rst 50 models and their
portions of the distance matrix are considered
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Figure 4.2: Nearest Neighbor scores plot comparing the performance of the
SVM modeling technique with three di�erent numbers of mixtu re components
(8,16 and 32, mixed-session condition)

The DET curve, Equal Error Rate and Detection Cost Function An
established measure of performance often used for evaluating speaker recognition
systems is DET (Detection Error Tradeo�) curve[43]. It show s the percentage of
false positives against that of false negatives (i.e. non-matches that are wrongly
classi�ed as matches and vice versa) for all possible thresholds, that is, the
value that decides whether a distance score indicates a match or non-match.
If the threshold is too high, most or all non-matches are correctly classi�ed
as non-matches but on the other hand matches are falsely rejected. In the
reverse situation, too many non-matches are accepted. Using a DET curve, the
threshold can be selected so as to achieve the best performance in the targeted
application and �nding the appropriate balance between high security (low false
positive rate) and high convenience for the user (low false negative rate)[55].

While the present system does not perform hard classi�cation and threshold
choice thus is not directly relevant, the DET-curve is still a good indicator
of the performance of a system and, like the histogram Overlap score, gives
an indication of the separability of the match and non-match scores, albeit
without summarizing the performance of the system in one number, and, as
will be explained, does not factor in the absolute frequencies of matches and
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non-matches.
The DET curve is an adaptation of the Receiver Operator Characteristic

(ROC)[29], with the only di�erence being that the DET is plot ted on a normal
deviate scale[43], which accentuates di�erences between DET curves plotted
in the same �gure and mean that the curve becomes linear if thematch and
non-match scores are distributed normally.
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Figure 4.3: DET plot (SVM, 128 mixture components, same-session condition)

The DET curve can be converted into a one-dimensional error value using
either the Equal Error Rate (EER) or the minimum of the Detect ion Cost
Function (DCF). The EER is de�ned as the point on the DET curve where the
False Acceptance and false rejection rates are equal, the intersection of the DET
curve with a line going from the top right to the lower left cor ner of the axes.
Unlike in the OLS, the magnitude of the frequencies of match and non-match
scores is not re
ected in the EER score and additionally, curves with equal EER
scores may still di�er in other parts of the curve, the EER score simply re
ects
the DET curve at one value without summarizing the overall curve.

The DCF is de�ned by the function

DCF = Cmiss � P miss � P true + Cfa � P fa � P false ; (4.2)

where Cmiss and Cfa are the costs for a false negative and a false positive
respectively, Ptrue is the prior probability of the target ( i.e. the length of the
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match vector divided by the sum of the lengths of the match andnon-match
vector), P miss is 1 � P true and miss and fa are the respective values of the
DET curve.

The DCF thus has the advantage over the EER that prior probabilities are
considered and that the cost for the two types of errors can beset individually,
meaning that the DCF can be attuned to the focus of the evaluations. However,
like the EER, the DCF represents only one point in the DET curve. Since this
point is the minimum, the DCF can be expected to show less variation depending
on performance than the EER which is selected at a static point. Since all scores
mentioned have individual strengths and weaknesses, the OLS, EER and DCF
will all be given in the results section to give the best possible overview over the
results.

4.3 Results and Discussion

4.3.1 Removal of Unvoiced Sections

To investigate the e�ect of the procedure for the removal of unvoiced or silent
frames as described in section 3.1.2, it was applied to the �rst set of session
one �les and the set of second session �les, a total of 162 �les. It was recorded
how much of each speech �le was maintained and how much each ofthe three
measures, short time energy, autocorrelation and zero crossing rate contributed
to this result.

On average, 45.46% of the speech signal of both genders were kept, 42.79%
of the male samples and 48.14% of the female samples, the standard deviations
were 4.97 and 6.43 respectively. A t-test for independent samples which tests the
hypothesis that two sets of samples are drawn from normal distributions with
equal means was performed. Figure 4.4 shows a histogram of the two sets of
scores. As can be seen, both are roughly in normal distribution as needed for the
t-test. This is con�rmed by a Shapiro-Wilk test (female scores: p=0.031, male
scores: p=0.054,� =0.05). However, since their variances are unequal (Levene's
test: p=0.0028, � =0.05), Welch's t-test which does not assume equality of vari-
ances was used, con�rming the signi�cant di�erence betweenthe two sets of
scores that is indicated in the histogram (p=0.0028,� =0.05). This means that
a signi�cantly higher percentage of the signal is recognized as voiced for female
speakers.

But where does this inequality between genders stem from andis it present in
all three measures or can it be linked to a certain characteristic that di�erentiates
between the female and the male speech in the test set?

Further statistical tests show that the short time energy scores, that is, the
percentage of the signal for which the short time energy calculation yields a value
above the threshold, do not di�er signi�cantly between males and females (t-
test, p=0.36, � =0.05), the di�erence in zero crossing scores is almost signi�cant
(t-test, p=0.047, � =0.05), and the di�erence in autocorrelation scores is highly
signi�cant (t-test, p < 0.001, � =0.05). As the autocorrelation score measures
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Figure 4.4: Percentage of the signal maintained after voicing removal for males
and females

how periodic the signal is, the di�erence is thus likely to be caused by the
di�erence in fundamental frequency between females and males.

Male fundamental frequencies are generally lower than those of females,
meaning that in a given frame, we can expect for a voiced signal to go through
fewer cycles if the speech comes from a male. The frame lengthduring voicing
removal, 30 ms, is long enough for even an oscillation at 65 Hertz, which is
well below the typical range of male pitch (see section 2.1) to go through two
repetitions. However, the fact that the signal, being telephone data, is slightly
distorted, means that the autocorrelation values can be expected to show vari-
ance due to this random element, meaning that a bigger numberof repetitions
within a frame results in a bigger probability of obtaining a high autocorrelation
value that lies above the threshold. This in turn means that more of the signal
is kept if the pitch is high. The mean values of the percentages of the signal
that were recognized as voiced using autocorrelation lies at 53.47% for males
and 63.39% for females, giving further evidence for this explanation.

While in the current setup where speech samples are relatively long, the
fact that the portion of female samples used is roughly 12% higher on average
does not constitute a problem. However, avoiding this divergence might become
crucial when dealing with very short samples of only a few seconds.

One possible way to solve this problem could be to adjust the windows length
according to gender or to rede�ne a 
exible threshold value.
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4.3.2 Speaker Recognition Task

The following section presents the results of the speaker recognition task, that
is, the system's performance up to the distance matrix creation. Each speaker is
represented in speech �le set twice, allowing for the evaluation of the classi�ca-
tion performance using the various measures presented in section 3.4. Aspects
that will be evaluated are the three distance calculation methods proposed in
section 're�n, the performance of the system under the di�er ent models and
numbers of mixture components, and the e�ect of the gender ofthe speakers on
classi�cation performance.

Distance Calculation Methods

The three methods of calculating the distances, asymmetric, symmetric and
mirrored symmetric were evaluated in terms of the OLS, the EER and the
DCF to determine which yielded the best results. The goal of this test was to
�nd which of the two methods of creating a symmetric distance matrix, as is
required by the MDS and Isomap dimension reduction functions, should be used
in further tests and whether either of them gives results that are comparable to
or even better than traditional asymmetric calculation.

The performance was evaluated for the two types of models, the SVM and the
GMM (MAP adapted), both with 32 mixture components. The over lap, EER
and DCF scores were calculated on the same �fty sets of �fty �les, meaning that
each triple of scores was obtained from the same set of models.

The means for all scores according to all three scoring methods were calcu-
lated and statistical tests were performed to determine which of the di�erences
were signi�cant.

The means and standard deviations of the resulting scores for both models
are summarized in table 4.1.

As can be seen, for the SVM, asymmetric distance calculationleads to
slightly lower, that is, better, scores for the OLS and EER, while the sym-
metric calculation yields a lower mean for the DCF. The mirrored symmetric
method results in overlap and EER scores that are higher thanthose of the other
two methods, but gives a mean DCF score slightly below that ofasymmetric
calculation.

Only the DCF scores were found to be in normal distribution for all three
methods (Shapiro-Wilk test; asymmetric calculation: p=0.3262, symmetric cal-
culation: p=0.4335, mirrored symmetric: p=0.5706, � =0.05) and as having
equal variance (symmetric - asymmetric: p=0.8890, symmetric-mirrored sym-
metric: p=0.7482, � =0.05) and therefore a paired t-test was used to determine
whether the di�ered signi�cantly.

The Overlap scores are not in normal distribution (asymmetric: p< 0.001,
symmetric: p< 0.001 mirrored symmetric: p< 0.001,� =0.05) and thus a Mann-
Whitney U-test was applied. The same holds for the EER rates (asymmetric:
p< 0.0097, symmetric: p< 0.0380 mirrored symmetric: p< 0.001,� =0.05).

It was found that for the EER and Overlap measures, the mirrored symmet-
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Table 4.1: Overlap, EER and DCF score means for the three methods of distance
matrix calculation

SVM MAP

Asymmetric

OLS
mean 0.3158 0.2513
st dev 0.4077 0.1106

EER
mean 0.0302 0.0631
st dev 0.0078 0.0183

DCF
mean 0.0044 0.0066
st dev 0.0011 0.0009

Symmetric

OLS
mean 0.3260 0.2131
st dev 0.4182 0.1221

EER
mean 0.0305 0.0480
st dev 0.0070 0.0169

DCF
mean 0.0042 0.0054
st dev 0.0011 0.0011

Mirrored Symmetric

OLS
mean 0.3602 0.2673
st dev 0.4063 0.1449

EER
mean 0.0369 0.0589
st dev 0.0083 0.0120

DCF
mean 0.0043 0.0060
st dev 0.0009 0.0008
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ric calculation achieved signi�cantly worse results than both the asymmetric
and the symmetric score calculation, but that the latter two do not di�er signif-
icantly (EER: asymmetric-symmetic: p=0.6920, symmetric-mirrored symmet-
ric: p=0.0030, mirrored symmetric-assymmetric: p=0.0108; OLS: asymmetric-
symmetic: p=0.4319, symmetric-mirrored symmetric: p=0.0186, mirrored sym-
metric-assymmetric: p=0.0416, � =0.05). The di�erences in DCF scores on
the other hand were signi�cant only between the asymmetric scoring and both
other methods (asymmetric-symmetic: p< 0.001, symmetric-mirrored symmet-
ric: p=0.6670, mirrored symmetric-assymmetric: p=0.0045, � =0.05).

The averaged calculation thus yields the best results, being signi�cantly
better than one scoring method both not signi�cantly worse than the other
in all three scoring measures. The asymmetric and mirrored calculation do
signi�cantly worse than at least one other method in at least one of the scoring
measures.

The scores were similarly distributed in the MAP-adapted GMM experiment,
and so again a paired t-test was used for the DCF scores and a Mann-Whitney
U-test for the Overlap and EER scores. Here, the asymmetric calculation gave
the worst results, that is, the highest means, for the EER andDCF score,
while the mirrored calculation performed worst for the Overlap score and the
symmetric calculation yielded the best results for all three measures.

While the Overlap scores did not prove to di�er signi�cantly between the
three groups (asymmetric-symmetic: p=0.1618, symmetric-mirrored symmet-
ric: p=0.3024, mirrored symmetric-assymmetric: p=0.7043, � =0.05), the sym-
metric score calculation proved signi�cantly better than m irrored symmetric
scores in terms of DCF (asymmetric-symmetic: p< 0.0001, symmetric-mirrored
symmetric: p=0.0033, mirrored symmetric-assymmetric: p< 0.001, � =0.05)
and than both the symmetric and mirrored symmetric calculation in terms
of the EER (asymmetric-symmetic: p=0.0076, symmetric-mirrored symmetric:
p=0.0090, mirrored symmetric-assymmetric: p=0.6483,� =0.05).

Overall, the symmetric scoring thus performs best for the GMM. It reaches
better results than the mirrored scoring for the DCF and better results than
both other calculation techniques for the EER.

In summary, the symmetric score calculation is preferable since it achieves
signi�cantly better results than the mirrored calculation in all but one measure
in both of the models and outperforms the classic asymmetriccalculation with
regard to the EER score in the MAP-GMM and the DCF score in the SVM
model.

The time-saving mirrored calculation on the other hand performs worst,
yielding signi�cantly higher scores than the other two methods for the Over-
lap and EER score in the SVM model and the DCF scores in the GMM and
signi�cantly worse results than the averaged calculation in the GMM.

As discussed in section 3.3.2, these results are assumed to be due to the
fact that averaged scoring smoothes the scores while mirrored scoring reinforces
outliers.

For this reason, symmetric score calculation was adopted for all consequent
experiments.
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Performance

Table 4.2: Performance in the mixed-session experiment

Overlap EER DCF
mean st dev mean st dev mean st dev

GMM

EM

8 0.3363 0.0870 0.0834 0.0198 0.0084 0.0010
16 0.3099 0.1378 0.0655 0.0187 0.0074 0.0011
32 0.3120 0.1152 0.0522 0.0142 0.0052 0.0010
64 0.3338 0.0971 0.0649 0.0145 0.0043 0.0007

MAP

8 0.3358 0.0480 0.0890 0.0146 0.0087 0.0005
16 0.2034 0.0996 0.0568 0.0133 0.0064 0.0009
32 0.2005 0.1100 0.0448 0.0159 0.0053 0.0012
64 0.2241 0.1225 0.0516 0.0211 0.0045 0.0012
128 0.1905 0.1125 0.0436 0.0063 0.0041 0.0012
256 0.2182 0.1189 0.0428 0.0165 0.0047 0.0009

SVM

8 0.3341 0.2649 0.0479 0.0126 0.0060 0.0007
16 0.3262 0.3865 0.0400 0.0121 0.0052 0.0007
32 0.3261 0.4126 0.0295 0.0073 0.0043 0.0011
64 0.3948 0.4063 0.0273 0.0105 0.0035 0.0007
128 0.3322 0.3898 0.0251 0.0127 0.0028 0.0006
256 0.3239 0.3961 0.0219 0.0031 0.0024 0.0005

Table 4.2 shows the overlap, EER and DCF score for all conditions tested
for the mixed-session experiment. To illustrate the e�ect of session variability,
results for the same set of �les where the pair of �les for eachspeaker came
from the same session are given in table 4.3. Exemplary DET curves for each
condition are given in �gures 4.5 to 4.10.

As can be seen from the tables, the data di�er in several respects: The two
conditions, same-session and mixed-session give di�erentresults and so do the
di�erent models, number of mixtures and scoring measures. In the following,
the di�erent e�ects are discussed.

Comparing the results from the two conditions, it becomes clear that there
is a considerable drop o� in performance when the �les come from di�erent
session experiment, even though the handset is the same. While the same-
session results at least both for GMM and SVM are nearly perfect with only
one to three percent overlap of the distributions and Equal Error Rates that are
almost exclusively 1% or lower, these scores increase to di�erent degrees under
the mismatched session condition. Since only basic normalization in the form of
CMS is used in the current implementation, a certain decrease in performance
was to expected. These results stress the need for more sophisticated measures
like feature mapping to make the visualization system truly applicable in a
real-world setting.

But the results also show that, despite the need for an extension to handle
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Table 4.3: Performance in the same-session experiment

Overlap EER DCF
mean st dev mean st dev mean st dev

GMM

EM

8 0.0125 0.0020 0.0035 0.0021 0.0009 0.0004
16 0.0117 0.0022 0.0027 0.0023 0.0008 0.0004
32 0.0125 0.0051 0.0038 0.0048 0.0008 0.0005
64 0.0125 0.0052 0.0039 0.0047 0.0008 0.0005

MAP

8 0.0287 0.0090 0.0209 0.0056 0.0050 0.0011
16 0.0248 0.0073 0.0173 0.0045 0.0035 0.0009
32 0.0177 0.0055 0.0124 0.0054 0.0031 0.0009
64 0.0157 0.0053 0.0097 0.0054 0.0023 0.0010
128 0.0130 0.0048 0.0093 0.0040 0.0020 0.0009
256 0.0135 0.0056 0.0092 0.0068 0.0021 0.0006

SVM

8 0.0356 0.0204 0.0169 0.0056 0.0027 0.0007
16 0.0090 0.0034 0.0058 0.0029 0.0018 0.0006
32 0.0069 0.0025 0.0045 0.0018 0.0015 0.0006
64 0.0045 0.0027 0.0024 0.0016 0.0010 0.0005
128 0.0059 0.0045 0.0048 0.0042 0.0008 0.0005
256 0.0020 0.0018 0.0013 0.0014 0.0005 0.0004

data from mismatched conditions, all three model types perform well in the
same-session condition, showing di�erent characteristics with regards to their
performance.

In the following the individual models' results will be discussed in more
detail.

EM-Estimated GMM In the same-session experiment, the EM-estimated
GMM shows low Overlap scores slightly over 1%, Equal Error Rates below
0.5% and DCF scores below 0.001% for all numbers of mixtures.

The number of mixtures in the range tested has little in
uence on the results
with scores being very similar across mixture numbers. While the means of the
scores are very similar, the standard deviation increases as the number of mix-
tures exceeds 16, indicating that some models bene�t from a higher resolution,
while it is detrimal for others. The fact that both the Overla p and EER scores
are slightly lower when 16 mixtures are used compared to the scores for 8 and
32 mixtures supports this observation.

In the mixed-session experiment results, this is di�erent with standard de-
viations decreasing as the number of mixture components exceeds 16 and with
64 mixtures components yielding the best results for two of the three scoring
measures.

Comparing these scores with those for the di�erent session experiment, it
is evident that particularly the Overlap score su�ers, being almost 30 times as
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Figure 4.5: DET curve for the performance of EM-GMM, mixed-session exper-
iment

high in the mismatched condition compared to the EER and DCF scores which
increase by factors of roughly 20 and 10 respectively.

Figure 4.11 which displays histograms of the same speaker and di�erent
speaker distances scores for one model set in each of the conditions, shows the
reason for this gain: The distributions of the match and non-match scores are
generally better separated in the same session condition, but, crucially, in the
mismatched condition, there is one outlier, a matched scorethat lies in the
middle of the non-match score distribution. Since the Overlap score represents
the total percentage of overlap between the two sets of scores, this means that
this single outlier increases the score greatly since now all non-match scores up
to the outlier lie in the overlapped region. As there are manymore non-match
scores than match scores, this has an even more serious e�ecton the score.

Overall, the EM-adapted GMM yields good results in the same-session ex-
periment, but despite CMS normalization, performance decreases considerably
when data from di�erent sessions is used.

Additionally, this model requires a lot of training data and is thus limited in
the number of mixture components that can be used without over�tting. This
is indicated by the fact that in the same-session condition,the best results are
achieved when 16 mixture components are used.

MAP-Adapted GMM In the same-session condition, the MAP-adapted
GMM yields scores that are worse than those of the EM-GMM. However, the
scores improve slightly as the number of mixture componentsis increased. While
the scores for 128 and 256 mixture components are very similar, the MAP adap-
tation has no limit on the number of mixtures used since mixtures for which
not a lot of data is available are simply adapted less from thewell-trained back-
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Figure 4.6: DET curve for the performance of MAP-GMM, mixed-session ex-
periment

ground model, and thus the MAP-GMM could increase in performance when
the numbers of mixture components is increased further.

Like the EM-GMM, the MAP adapted GMM loses in performance in t he
mismatched session condition, although to a far lesser degree with about a
�fteen-fold increase in Overlap, EER means that are about four times higher,
and DCF scores that double. As shown in �gure 4.12, the increase in Overlap
score can again be attributed to outliers, with overlap apart from these not
increasing greatly.

Note also that the point at which the two distributions meet, the lowest
point of the valley between the two peaks formed by the match and non-match
scores, di�ers between the EM-estimated and GMM-adapted models and also
according to the session condition. In an open set speaker recognition task, the
value at this point would be set as the threshold, the maximumvalue that the
distance between two models can have to be recognized as being from the same
speaker.

This point for the EM-estimated GMM lies at 1, meaning that, i f the likeli-
hood of some data given a certain speaker model is higher thanthat given the
universal background model, the data should be recognized to come from the
speaker from which the model was created. This threshold value is intuitive and
straightforward to interpret. However, in the mismatched condition, the value
shift to about 1.05, re
ecting that discrimination between the data is less good.

Similarly, the MAP-adapted GMM in the same session condition has a
threshold of about 0.975 which shits to 1 in the mismatched sessions condi-
tion.

Overall, the MAP adapted GMM performs worse than the EM train ed GMM
on same session data, but equally well on di�erent session data and can thus be
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Figure 4.7: DET curve for the performance of SVM, mixed-session experiment

concluded to be less sensitive to variation. In addition, MAP adaptation may
pro�t from using a higher number of mixture components.

Support Vector Machines In both experiments, the SVM performed sub-
stantially better than the GMM models in terms of the Equal Er ror Rate and
DCF score with the best mean EER score being only about a thirdand the
lowest mean DCF scores half as high as those of the EM-GMM.

The OLS similarly is considerably lower in the same-sessionexperiment,
but about equal in the mixed-session experiment. However, given the OLS'
sensitivity to outliers, this result may not be truly indica tive of the performance,
but just of the position of the farthest outlier.

Overall, the number of mixture components had a bigger in
uence on the
resulting scores than it does for both kinds of GMM models. Comparing the
scores for the two conditions, same session and di�erent session, it is evident
that also the SVM decreases considerably performance, although less so than
the EM-GMM.

The histogram in �gure 4.13 shows that, as in the MAP-GMM, the same
speaker scores are less in normal distribution and spread out over a bigger range
than in the EM-GMM histogram. The non-match scores however are in normal
distribution, which is also maintained in the mismatched session condition.

Also apparent is that the overlap of the \correct" and \false " scores, apart
from the outliers, is very small even in the mismatched condition. While the his-
togram plot for the same condition scores does not show any signi�cant outliers
and corresponds to an Overlap score of 0.0228, the outlier inthe mismatched
condition plot leads to an Overlap score of 0.8442. The SVM'sOLS standard
deviation in the mixed-session experiments is considerably higher than that of
either GMM model although the means are similar, indicating that the outliers
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Figure 4.8: DET curve for the performance of EM-GMM, same-session experi-
ment

occur not in all trials, but are particularly far removed fro m the other match-
scores when they do occur. Out of the 50 trials performed with128 mixture
components, 18 Overlap scores were above 0.8, while 32 were below 0.05.

Note that for the SVM, the threshold does not signi�cantly sh ift depend-
ing on the condition, further illustrating that this model i s less sensitive to
mismatched sessions.

Like the MAP-adapted GMM, the SVM scores improve as the number of
mixture components grows, indicating that performance is likely to increase
further when more mixture components are used.

The E�ect of Gender

In a �nal speaker recognition experiment, the e�ect of gender was evaluated.
This is of particular importance since the speaker �les in a forensic case cannot
usually be expected to be balanced in gender as the test sets used so far are.
Rather, in a realistic setting, most or all speakers in the set will have the same
gender, male, since typically more men are subject to wiretapping investigation.

Additionally, there is less need to visualize similaritiesin mixed groups since
the gender of a speaker can easily and clearly be determined without expert or
technical assistance.

To this end, the system was tested with sets of speakers that contained
either only male or only female speakers. The number of unique speakers was
again �fty to make the results comparable to the mixed gendersetting. Only
same-session �les were used and all three models, were set touse 32 mixture
components.

Table 4.4 summarizes the means and standard deviations for the scores by
gender and for reference gives the results for the mixed gender experiment.
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Table 4.4: Performance in the same-session gender-separated experiment

SVM GMM
MAP EM

Male

OLS
mean 0.0083 0.0076 0.0009
st dev 0.0026 0.0043 0.0007

EER
mean 0.0055 0.0048 0.0006
st dev 0.0020 0.0025 0.0005

DCF
mean 0.0016 0.0010 0.0003
st dev 0.0006 0.0005 0.0002

Female

OLS
mean 0.0133 0.0310 0.0581
st dev 0.0029 0.0124 0.0126

EER
mean 0.0105 0.0179 0.0326
st dev 0.0025 0.0043 0.0078

DCF
mean 0.0022 0.0022 0.0035
st dev 0.0006 0.0004 0.0009

Both

OLS
mean 0.0069 0.0177 0.0125
st dev 0.0025 0.0055 0.0051

EER
mean 0.0045 0.0124 0.0038
st dev 0.0018 0.0054 0.0048

DCF
mean 0.0015 0.0031 0.0008
st dev 0.0006 0.0009 0.0005
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Figure 4.9: DET curve for the performance of MAP-GMM, same-session exper-
iment

The background models were not gender speci�c, that is, males and females
were represented in equal parts. This is because the data available for this was
limited and without the use of both genders, the training data for the UBM
and the number of cohort members would have been halved. Thismeans that
any di�erence in performance compared to the mixed gender experiments could
not be excluded to have been caused by smaller cohorts and less well trained
background models. For reasons of comparability, the mixed-gender background
models were thus used.

Support Vector Machines As shown in the table, the means for all scores
for the males-only experiment are slightly higher than those of the mixed gender
experiment and the female-only scores are in turn higher than both.

Statistical tests were performed to determine which of these di�erences are
statistically signi�cant. Using a Shapiro-Wilk test, all s cores for all tests were
found to be in normal distribution (Male: OLS p=0.5773 EER p= 0.3862 DCF
p=0.3545, Female: OLS p=0.4214 EER p=0.5125 DCF p=0.2299, Mixed: OLS
p=0.4325 EER p=0.4209 DCF p=0.1210), but only the variancesfor the overlap
and DCF scores were pairwise equal (Levene's test, OLS: male-female p=0.2919,
male-mixed p=0.5222, female-mixed p=0.0988 EER: male-female p=0.0454,
male-mixed p=0.2647, female-mixed p=0.0031 DCF: male-female p=0.3550,
male-mixed p=0.6049, female-mixed p=0.6620,� =0.05). For this reason, a
Student's t-test was used on the overlap and DCF means, and a Welch's t-test
on the EER mean scores.

The tests found that all di�erences except the di�erence between DCF
score means for the males-only and mixed-gender experiments were signi�cant
(OLS: male-female p< 0.001, male-mixed p=0.0124, female-mixed p< 0.001 EER:
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Figure 4.10: DET curve for the performance of SVM, same-session experiment

male-female p< 0.001, male-mixed p=0.0280, female-mixed p< 0.001 DCF: male-
female p=0.3550, male-mixed p=0.6049, female-mixed p=0.6620, � =0.05).

Overall, the performance on mixed-gender data is thus better than that
on either single-gender data set. This is not surprising given that the inter-
gender variability can generally be expected to be higher than variability be-
tween speakers of the same gender. That is, a discriminationtask between 50
male or 50 females will be harder than a mixed gender discrimination task since
due to the great di�erences between male and female voices, there is little chance
of a male voices being matched to a female voice.

MAP-Adapted GMM The results for the MAP-adapted GMMs di�er from
those for the SVM in that the male means scores are all lower than those for the
mixed experiment, while the female-only means scores are higher than both.

Since for none of the scores all three sets were in normal distribution (male:
OLS p=0.0105, EER p=0.2252, DCF p=0.0475, female: OLS p=0.1271, EER
p=0.0075, DCF p=0.2299, mixed: OLS p=0.5587, EER p=0.0014,DCF p=0.0590,
� =0.05), a Mann-Whitney U-test was used to determine statistical signi�cance.
As would be expected from the high discrepancies in the means, it was found
that all three scores di�ered for all three means at a statistically signi�cant level
(all tests yielded p< 0.001).

This result is interesting in that it does not show the same e�ect as the SVM
task, the performance increase on mixed gender data sets. Rather, the score
means for the mixed condition here lie roughly in the middle between those for
the female-only and male-only experiments, meaning that male-only speaker
recognition is an easier task than mixed-gender recognition for the MAP-GMM.
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Figure 4.11: Histogram of match and non-match scores (EM-GMM, 32 mix-
tures)
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Figure 4.12: Histogram of match and non-match scores (MAP-GMM, 256 mix-
tures)

EM-Estimated GMM The results for the EM-adapted GMM are similar to
that of the MAP-GMM in that the mean scores for the mixed-gender experiment
lie between those of the male-only and female-only experiment, but they are
more extreme with with the performance on the male data yielding the best
scores of all experiments and high error rates on the female set.

Again, no triple of result vectors was in normal distributio n for any of the
measures (male: OLS p< 0.001, EER p< 0.001, DCF p< 0.001, female: OLS
p=0.5165, EER p< 0.001, DCF p=0.6555, mixed: OLS p=0.0072, EER p=0.0030,
DCF p=0.0210, � =0.05), so a Mann-Whitney U-test test was used. Again, all
di�erences between gender conditions were found to be statistically signi�cant
(p< 0.001).

Overall, the mixed-gender experiment yields better results than either single-
gender experiment when SVMs are used. For GMMs, male-only experiments
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Figure 4.13: Histogram of match and non-match scores (SVM, 256 mixtures)

give signi�cantly better results than the mixed-gender experiments which in
turn has better results than the female-only experiments. This latter e�ect
was particularly strong for the EM-estimated GMM which, when applied to
male-only data yielded the best mean scores found in any of the experiments.

While it same-gender experiments can be assumed to yield worse results
than mixed-gender experiments since generally male and female voices vary
more than only male or only female voices, only the SVM experiment shows
this expected e�ect.

On the other hand, since the di�erence in performance between males and fe-
male is much bigger when GMMs are used than in an SVM system, the distance
scoring on female models can be expected to vary more, leading to imprecise,
noisy scores which, in a mixed gender task, have a negative in
uence on the
performance of the system as a whole, meaning that a mixed-gender experi-
ment should yield results that lie between those for male-only and female-only
experiments as is the case for both GMM experiments.

One possible explanation for both kinds of observed behavior is to assume
an interaction of two e�ects: The factor that leads to worse results on female
data { note that the one thing all experiments have in common is that the
female-only experiment gives the worst results { and thus tonoisy scores and
the facilitation of the task when data from both genders is used.

The SVM then mostly avoids the factor that leads to worse performance
on the female data, as show by the fact that the discrepancy inperformance
between the two genders is comparatively small, and can pro�t from the facili-
tation in the mixed-gender experiment. In the GMM experiments on the other
hand, female performance is so much worse than the male performance that it
has a strong negative e�ect on the mixed-gender experiment,making the only
experiment without female data, the male-only experiment,perform the best.

While this explanation supports the �ndings, two questions remain: What
it this factor that has such a negative e�ect on the performance on female-
only data and why does it in
uence the GMM models far more than the SVM
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models?
As for the �rst question, there are several reasons why female data would

perform less well in a speaker recognition system than male data. One impor-
tant aspect is that, as mentioned in 3.1.1, only frequenciesup to 4000 Khz are
sampled in telephone recordings due to the bandwidth limitations. While much
of human speech lies below this threshold, high-frequency components of high-
pitched female voices are lost in the sampling process. Thisis not the case for
males whose voices generally do not reach these high frequencies. Part of the
female signal thus gets lost in the process of the telephone transmission.

Additionally, female voices have been found to be more complex, both due
to physiological characteristics as well as because of a more melodic way of
speaking, resulting in a more complex range of frequencies[64]. Female voices
can be expected to be harder to distinguish and to need more data to estimate
a reliable model, since the underlying distribution is morecomplex.

These points explain why male voices in general are better suited to achieve
good results in automatic speaker recognition, but the question why GMMs are
more sensitive to these e�ects than SVMs remains. The SVMs are created from
the MAP-adapted models, yet SVM speaker recognition on female data performs
better than MAP-GMM recognition. On the other hand, EM-GMMs show the
same e�ect as the MAP-GMMs, but to a stronger degree. This indicates that
the di�erence in performance stems not from the training technique but from
characteristics pertaining to the distance calculation, that is SVM training and
classi�cation and the GMM likelihood calculation.

Summary

This part of the work was concerned with testing the classi�cation performance
of the speaker recognition system. It was found that for all model types, the av-
eraged symmetric distance matrix calculation proposed in section 3.3.3 achieves
better results than both mirrored symmetric and asymmetric calculation.

The overall performance of the system was found to be good in when the
pairs of �les for each speakers were recorded during the samesession. The Equal
Error Rates here were between 0.013 and 2.09 percent with theSVM models
showing the best results, followed by the EM-estimated GMM. However, the
system's performance decreases when �les from two di�erentsessions are used
with Equal Error Rates being between 2.19 and 8.90 percent. Again, the SVM
yielded the best results, with the MAP-adapted GMM being second best.

These �ndings show that Cepstral Mean Subtraction does not su�ce as a
method of normalization if the system is to be used in forensic investigations
and that the system's performance could pro�t from more sophisticated nor-
malization methods. This is particularly important since n o di�erent-handset
data was used, which is likely to further decrease performance.

Another important �nding was that the proposed Overlap Scor e is sensi-
tive to outliers and does not serve as a meaningful score in the mixed-session
experiment.

Finally, the experiments on gender showed that for GMMs, theperformance
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on male-only data is better than on mixed-gender or female-only data. The EM-
estimated GMM performed particularly well when used on male-only data sets
with an Equal Error Rate of 0.001 percent. SVMs on the other hand perform
best when speakers of both genders are present in the dataset, but male-only
classi�cation yields better results than the female-only condition. The overall
poor performance of female-only data can be attributed to the fact that female
speech in part is not transmitted over the phone and that it is more complex.

Overall, each of the three models proved to be strong in di�erent areas, but
SVM showed the most consistently low error rates. In addition, the SVM per-
formance proved to improve with a growing number of mixture components,
meaning that even better results could be achieved when moremixture compo-
nents are used.

4.3.3 Visualization

Finally, in a last series of experiments, the performance ofthe three dimension
reduction techniques, MDS, Isomap and LLE, and the consequent visualization
were evaluated. This test is thus concerned with the last step of the processing,
namely making the distances found by the system accessible to the user.

For each type of model, one distance matrix for the best performing number
of mixtures and for each session condition was selected and the dimension reduc-
tion algorithms were applied. For the EM-GMM, 32 mixture components were
chosen, while for the SVM and MAP-GMM, distance matrices created from 256
mixture component models were selected.

In addition, distance matrices for each model representingthe distances
between a purely male speaker set were also processed. This is because, as
mentioned, most speakers in wiretap recordings are male andthe performance
on this data is thus particularly relevant for practical app lication.

Mixed-Gender Visualization

Table 4.5: Cumulative NN scores in 18-dimensional space andafter dimension
reduction (EM-GMM)

Session 18-D MDS Isomap LLE
3 7 10 15 3 7 10 15

mixed 26.68 71.5 43.92 27.50 29.88 25.6 37.06 60.26 49.98 55.48
same 1.00 23.50 12.36 18.06 11.34 18.28 59.00 41.84 31.80 62.02

The MDS algorithm is parameter-free apart from the number of desired
dimensions and thus only had to be run in one con�guration. Isomap and
Locally Linear Embedding on the other hand yield di�erent re sults depending
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Table 4.6: Cumulative NN scores in 18-dimensional space andafter dimension
reduction (MAP-GMM)

Session 18-D MDS Isomap LLE
3 7 10 15 3 7 10 15

mixed 4.68 55.48 37.92 22.10 37.38 40.84 49.40 41.76 73.76 35.34
same 1.00 46.26 8.80 12.46 34.74 13.52 49.20 16.52 18.42 26.98

Table 4.7: Cumulative NN scores in 18-dimensional space andafter dimension
reduction (SVM)

Session 18-D MDS Isomap LLE
3 7 10 15 3 7 10 15

mixed 3.88 61.26 44.54 40.50 36.82 61.40 79.10 64.34 67.84 66.28
same 1.00 23.14 6.60 49.32 17.74 18.32 79.86 65.74 69.68 45.42

on the neighbor function chosen and were thus tested with neighborhood sizes
of 3,7,10 and 15 neighbors each.

In addition, as the MDS and Isomap are nondeterministic, every experiment
was run 50 times and the result of the run with the lowest overall remaining
stress was chosen.

Tables 4.5 to 4.7 give the mean Nearest Neighbor scores for the models in the
original 18 dimensional space and those found in the experiments. To determine
these scores, the Nearest Neighbor scores are calculated for an increasing number
of neighbors until the score reaches 1, that is, until the second �le from each
speaker is among thek nearest neighbors wherek is increased in steps of 1. The
sum of all NN scores is then taken. In the best case, all speaker models have
their matching speaker models as their nearest neighbor, meaning that only
one NN calculation is necessary and that the cumulative score is 1. A lower
cumulative score thus means a better result.

To illustrate the progression of the scores, the NN score plots for the exper-
iments are given in �gure 4.14 to 4.27.

As can be seen both from the tables and the NN plots, in the mixed-gender
visualizations, MDS is outperformed by both Isomap and LLE.In the male-only
condition however, MDS yields the lowest cumulative scoresfor two of the three
models.

The neighborhood size both for LLE and Isomap has an e�ect on perfor-
mance, but it is not linearly correlated with performance as both cumulative
scores and nearest neighbor plots indicate. The type of model appears to have
no systematic in
uence on the performance of the di�erent dimension reduc-
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Figure 4.14: Nearest Neighbor graphs for MDS, Isomap and LLE, EM-GMM,
32 mixture components. Left: Mixed sessions, right: same session
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Figure 4.15: Nearest Neighbor graphs for MDS, Isomap and LLE, MAP-GMM,
256 mixture components. Left: Mixed sessions, right: same session

tion techniques, but the experiment data condition, same session, or di�erent
session does with same-session experiments yielding lowersummed NN scores,
re
ecting the di�erence in speaker recognition performance.

For each model type and session condition, 2D plots representing the speaker
distances after dimension reduction with each of the techniques were created.
In the case of Isomap and LLE, the neighborhood size yieldingthe lowest cu-
mulative NN score was used.

Two types of plots were created, one displaying each speech �le as a symbol
connected to the speaker's other speech �le in the set by a line. The other plot
type shows the name of the speech �les with the pre�x, \M" or \F ", indicating
a male and female speaker respectively, and where identicalnumbers mean that
two �les came from the same speaker. The �rst two sets of plotsin �gure 4.17
and 4.18 show the MDS visualization of a mixed speaker set of 50 speakers where
the speaker models are 32-mixture EM-estimated GMMs. The �rst plot displays
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Figure 4.16: Nearest Neighbor graphs for MDS, Isomap and LLE, SVM, 256
mixture components. Left: Mixed sessions, right: same session
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Figure 4.17: MDS visualization of the speaker similarities, EM-GMM with 32
mixtures, mixed-session data

the 2 dimensional similarity relations found when using mixed-session data, that
is, two �les from two di�erent sessions for each speaker, while in the second plot,
single-session data was used. As can be seen, the mixed-session condition leads
to more matching samples that don not lie close together but have a considerable
distance between them. Note however that there are also speakers whose two
speech �les lie very close together, as close as many matching samples in the
same-session plot. This indicates that the performance degradation stemming
from inter-session variability is not uniform { if it was, al l distances would be
expected to increase at a comparable rate {, but di�ers between speakers. In
the same-session plot, as seen in the NN plot, most matching speech �les lie
close together, although a number of �les are relatively farfrom each other. In
accordance with the �ndings on the di�erence in speaker recognition on male
and female data, four of the �ve furthest removed matching �l es, F1781, F1273,
F1601 and 1714, contain female speech.
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Figure 4.18: MDS visualization of the speaker similarities, EM-GMM with 32
mixtures, same-session data

Remarkably, in both plots, gender classi�cation emerges although all steps
of processing are gender-neutral or balanced in gender. Thetwo groups of �les
do not overlap and are separated by a space in the middle that is occupied by
only few speaker models.

Note that the orientation of the plots is arbitrary since onl y the distances
between speakers are visualized, that means that the fact that in the mixed-
session plot the male speakers are on the left while in the same-session plot they
are one the right, is coincidental and does not represent properties of the data
set or session condition.

Since classi�cation performance alone was already evaluated and discussed
above, since inter-session variability has already been identi�ed as a problem
and since the performance on mixed session data is summarized in the tables
and NN plots above, in the following, only visualization plots obtained from
models created from same-session data are shown.

Figure 4.19 and 4.20 show the Isomap and LLE visualizations respectively.
The Isomap visualization shows many cases where matching models are very
close together, but also a number of cases where �les from thesame speaker
have a relatively big amount of distance between them. All inall, the distances
in this plot are more varied than those in the MDS plot.

The LLE plot arranges the models in a triangular shape with the male
speakers concentrated in the top and the female speakers at the bottom. Both
the Isomap and LLE visualizations, like the MDS, show femaleand male �les
in clearly separated, non-overlapping areas.

Notably, many speaker can be observed to be in similar locations across
all three visualizations, for example F1741, F1714, M1952,F2005, F2007 and
M1818 lie in the space between the male and female groups.

Figure 4.21 to 4.23 show the speaker spaces resulting from the application
of the three dimension reduction algorithms to distance matrices created from
256-mixture MAP-adapted GMMs. In the MDS plot, again, apart from a small
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Figure 4.19: Isomap (10 neighbors) visualization of the speaker similarities,
EM-GMM with 32 mixtures, same-session data
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Figure 4.20: LLE (7 neighbors) visualization of the speakersimilarities, EM-
GMM with 32 mixtures, same-session data

number of outliers, distances between matching models are small and relatively
similar. Note that here the by far biggest distance is found between the two �les
of a male speaker. As the label plot shows, speakers here are not automatically
arranged according to gender, but rather in several groups where the speakers
in each group have the same gender. There is thus some organization by gender,
but only at a local level.

Interestingly, the models in the Isomap plot are not arranged in a circular
shape similar to the MDS visualization as is the case for the EM-adapted GMM
visualization, but rather in a number of \arms" lying around a circular space
in which there are no speakers. The distances between matching �les are very
low overall and in part lower than those observed in any of theprevious plots.
Additionally, the distances are relatively similar withou t outliers of the mag-
nitude observed in the MDS visualization of the same data. Again, speakers
are plotted in di�erent regions depending on their gender. One female speaker,
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Figure 4.21: MDS visualization of the speaker similarities, MAP-GMM with
256 mixtures, same-session data
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Figure 4.22: Isomap (3 neighbors) visualization of the speaker similarities,
MAP-GMM with 256 mixtures, same-session data

F1631 lies in the otherwise male area, but apart from this case, the male and
female regions, grouped around the empty space in the middle, do not overlap.

The LLE plot again partitions the space into a triangular shape in which
the speaker models are concentrated at the corners, although less so than in
the EM-GMM example. Speakers are again arranged by gender. The distances
overall are very varied.

As in the other two models, the MDS visualization(�gure 4.24) based on
distances determined by SVM classi�cation shows relatively small, constant
distances between matching �les with few big outliers in terms of distance. The
models again are arranged separated by gender.

Note that many of the speakers towards the middle of the circle where the
two groups meet can also be found close to the other gender group in previous
MDS and Isomap plots, for example F1601, M1716 and F2007. While more
systematically collected evidence is necessary, this observation further indicates
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Figure 4.23: LLE (7 neighbors) visualization of the speakersimilarities, MAP-
GMM with 256 mixtures, same-session data
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Figure 4.24: MDS visualization of the speaker similarities, SVM with 256 mix-
tures, same-session data

that the speakers are indeed arranged by similarities in characteristics in their
voice and that the same characteristics play a role across di�erent modeling
techniques.

The SVM Isomap visualization 4.25, like the MAP Isomap visualization,
shows the �les grouped around an empty space in the middle with small, consis-
tent distances between matching models. Also similarly, the speech samples are
arranged by gender with one single outlier, M1771, lying in the otherwise female
half of the space. In the SVM MDS visualization, this �le also lies relatively
close to the female area.

Finally, the LLE plot (�gure 4.26) shows the models arranged in a disorga-
nized manner with distances between matching �les being big.

Overall, as shown by the NN scores and plots, none of the dimension reduction
techniques can map the distance matrices into two-dimensional space without
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Figure 4.25: Isomap (3 neighbors) visualization of the speaker similarities, SVM
with 256 mixtures, same-session data
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Figure 4.26: LLE (7 neighbors) visualization of the speakersimilarities, SVM
with 256 mixtures, same-session data

loss of performance, although, with the right choice of dimension reduction
algorithm and parameter, this loss can be kept at a low level.

The three techniques yield very di�erent results with Isomap consistently
showing the best results by all measures and on all three model types. Addi-
tionally, only Isomap shows arrangement by gender in three models.

Multidimensional scaling in visual inspection yields goodresults. However,
it su�ers from outliers, that is, matching models between which a big distance
between them.

Locally Linear Embedding leads to high cumulative NN scoresfor the EM-
GMM and SVM and fails at visualizing SVM-created distances.

The SVM distances also lend themselves best to visualization. The com-
bination of the SVM distances and 3-neighbor Isomap yields the visualization
with the lowest drop-o� in performance compared results to the 18-dimensional
space in the test set.
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Arrangement of the models by gender is shown by many visualizations as an
emergent property. This indicates that the visualizations successfully display
speaker distances according to their voice characteristics.

Male-Only Visualization

Table 4.8: Cumulative NN scores in 18-dimensional space andafter dimension
reduction (male-only)

Model Train 18-D MDS Isomap LLE
3 7 10 15 3 7 10 15

GMM
EM 1.00 11.34 49.16 28.68 39.34 62.98 50.68 38.86 32.50 59.22

MAP 1.00 37.72 36.26 29.72 22.08 42.62 45.00 65.62 33.72 38.70
SVM 3.92 17.90 54.20 31.30 26.92 40.06 45.22 56.20 56.60 67.62
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Figure 4.27: Nearest Neighbor graphs for MDS, Isomap and LLE, same sessions,
male-only data. Left: EM-GMM with 32 mixture components, mi ddle: MAP-
GMM with 256 mixture components, right: SVM with 256 mixture components

As mentioned, performance on male data is of particular interest and rele-
vance for application in the forensic �eld and under realistic conditions, speech
by speaker with di�erent genders is unlikely to be visualized as part of an
investigation. Therefore, a �nal experiment applied the dimension reduction
techniques to a purely male dataset. Again, all three model types and the three
dimension reduction techniques were evaluated. Figures 4.28 to 4.30 display
the resulting visualization plots. The MDS visualizations all show most of the
matching models as having relatively low, constant distances, but, particularly
in the MAP-MDS plot, there are also a number of high-distancematching mod-
els.

Similar to the EM-GMM visualization, the Isomap plots arran ge the speakers
in a circular shape that is less regular than that of the MDS and contains a
number of very close matched models, but also many matched models with
considerable distance between them.
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Figure 4.28: MDS, Isomap (7 neighbors) and LLE (7 neighbors)visualization
of the speaker similarities, EM-GMM with 32 mixtures, same-session male-only
data

Figure 4.29: MDS, Isomap (10 neighbors) and LLE (7 neighbors( visualization of
the speaker similarities, MAP-GMM with 256 mixtures, same-session male-only
data

The LLE visualizations di�er considerably between the three models types
but have in common that they arrange the models in a clear shape with most
models concentrated in very few spots.

While the LLE visualization do not appear to be usable for human inspection
of the data due to this property and the poor and unsteady performance in terms
of NN score, MDS and Isomap are closer in performance with MDSyielding the
lowest NN scores for EM-GMM and SVM. Both the MDS and Isomap MAP-
GMM visualizations su�er from a number of matching models with big distances
between them. Isomap however yields a lower cumulative NN score, meaning
that it is better suited for MAP-GMM distance visualization .

Summary

Although none of the dimension reduction techniques was able to represent the
distances found in high-dimensional space perfectly, it was found that the right
choice of dimension reduction technique leads to two-dimensional visualizations
that display the speaker similarities with high accuracy. In all but one visu-
alization, the 2D representations of the two �les for each speaker for the most
part show little distance. Additionally, in the mixed-gend er setting, represen-
tations were arranged by gender in most visualizations, further indicating that
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Figure 4.30: MDS, Isomap (10 neighbors) and LLE (3 neighbors) visualization
of the speaker similarities, SVM with 256 mixtures, same-session male-only data

the visualization plots display meaningful speaker similarities.
In the mixed-gender visualization, Isomap proved to perform best overall

with Multidimensional Scaling as the second best. This shows that the Multidi-
mensional Scaling reduction pro�t from calculating the geodesic distances, that
is, assuming an underlying manifold on which the speech �lesare located.

This was not the case in the male-only experiment where classic Multidi-
mensional Scaling outperformed Isomap for two out of three models.

Locally Linear Embedding overall yielded the worst results, failing to repro-
duce the distances in high-dimensional space accurately and resulting in visual-
izations that were less harmonic and accessible than those of Multidimensional
Scaling and Isomap.



Chapter 5

Conclusions and Outlook

In the present work, a new approach to the �eld of forensic automatic speaker
recognition was introduced, namely a system that visualizes speaker similar-
ities in two dimensional space. The targeted application area of the system
is wiretapped telephone recordings which are frequently present in forensic in-
vestigations. The new technique was motivated by the fact that automatic
and human speaker recognition have complementary strengths and weaknesses.
Consequently, by making the speaker similarity space created by an automatic
speaker recognition system accessible to human interpretation, the strengths of
both can be combined, resulting in improved overall results.

The evaluation of the speaker distance visualization system showed strong
performance in some areas and opportunity for improvement in others. The
speaker classi�cation performance of the system is high when all �les for one
speaker are recorded in the same session, that is, within a short span of time
with Equal Error Rates below 1 percent. However, the system is sensitive to
voice and submission channel variation, which is generallyan important area of
current automatic speaker recognition research. The EqualError Rate in the
best-performing speaker modeling technique, Support Vector Machines, doubled
to 2.19 percent when data from di�erent sessions were used. While this is result
is certainly not bad, worse results can be expected when the system is used in
practical application in forensics where data will come notonly from di�erent
sessions, but also from di�erent telephone sets. The speaker similarity visu-
alization system thus requires the integration of state-of-the-art normalization
techniques to be truly applicable in practice.

With respect to gender, it was found that Gaussian Mixture Models perform
better on male-only data than on either mixed or female-onlydata, while Sup-
port Vector Machines give the best results on mixed-gender data. The female-
only experiments yielded the worst results out of the three gender conditions in
all tested model types. This can be attributed mainly to the fact that not the
whole frequency range of female voices is transmitted over the telephone and
the �nding that female speech is more complex at a spectral level than male
speech.

84
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The results on male-only data is particularly relevant because in practice,
the greatest part of speech acquired in wiretapping is produced by men. The
EM-estimated GMM yielded the best performance on male-onlydata out of the
proposed models. However, the models used in the gender experiment were all
based on GMMs with 32 mixture components. While the experimental results
indicate that using higher numbers of mixture components does not increase
the performance of EM-estimated GMMs, MAP-adapted GMMs and SVMs
showed their best performance at 256 mixture components. The gender-speci�c
speaker recognition results can thus be only reliably compared across gender-
conditions but not across models. Further experiments on male-only data using
higher numbers of mixtures for the SVM models and MAP-adapted GMMs
could thus provide better insight into the optimal choice of model type and
model complexity.

In the evaluation of the visualization step, Multidimensional Scaling and
Isomap proved comparably successful with the former yielding good results par-
ticularly on male-only data, while the latter showed strong performance on
mixed-gender data. Multidimensional Scaling tends to su�er from a lack in
accurate mapping into two dimensions that is strongly concentrated on few
speaker �les. Constraints on the maximal deviation from the individual dis-
tances in high-dimensional space could potentially remedythis problem and
lead to an improvement in results.

But overall, the visualization proved to be successful in that the represen-
tations of speech �les from the same speaker were generally very close in the
visualization plots. Additionally, almost all mixed-gend er visualizations showed
reliable spatial arrangement by gender as an emerging e�ect. This �nding sug-
gests, that the similarity relations in the visualizations indeed re
ect inherent
similarities in voice characteristics, particularly since it was found that the same
speakers tend to occupy the space between the two gender groups.

The visualization in the present work was limited to these two aspects, the
distances between speech �les containing the same speaker,and the grouping of
speakers with di�erent genders. A more comprehensive evaluation comparing
di�erent voice characteristics like for example age to arrangement in the plot
or comparing human perception of voice similarities to the system's speaker
distance visualizations could help further the understanding of the performance
of the dimension reduction algorithms, and thus motivate improvements to the
techniques. Another prospect for further development of the visualization sys-
tem is the integration of three-dimensional visualization. A three-dimensional
speaker space could potentially prove to be less accessiblefor users, but on the
other hand the reduction to three dimensions may lead to better dimension
reduction performance due to the increased amount of variance that can be
expressed in three dimensions.

Provided with a bigger, more varied speech corpus, a number of further
experiments may provide more insight into the performance and characteristics
of the system and would provide the chance for further improvement to make
the it fully applicable in a practical setting. Apart from th e already mentioned
need for advanced channel and session normalization, research could be devoted
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to the handling of short-duration �les.
Yet another area for improvement is the interaction betweenthe user and the

system. In the current system, the speaker similarity spaceis made accessible to
human interpretation, but there is no way for the user to in
u ence the result or
provide feedback. An interesting extension to the system would thus be to allow
for improvement based on user feedback. For instance the user could provide
corrections to the visualization which could then lead to an improvement of
the system through example-based distance metric learning[73]. Additionally,
the integration of high-level features in the form of meta-information like for
example the times at which the samples were recorded could add a helpful,
further extension to the system.

All in all, the present work pointed out a new area of application for forensic
speaker recognition and presented �rst promising �ndings in the area as well as
a working system that performs well on the optimistic testing data. The further
advances suggested here could help making speaker distancevisualization a
valuable tool in forensic speaker recognition, combining the strength of humans
and computers to further progress in forensic science.
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Appendix

This appendix describes the speaker distance visualization system that is the
result of the work in this thesis at a practical, user-based level.

System The program was implemented in Matlab and requires the following
external toolboxes:

� PRtools1 (for the EM-estimation of GMMs, SVM learning and classi�ca-
tion, Multidimensional scaling and plotting of the �nal res ults)

� Voicebox2 (for the calculation of the MFCC vectors)

Further, a modi�ed version of the LLE implementation by Sam T . Roweis and
Lawrence K. Saul3 which extends the original code to dimension reduction on
distance matrices, a modi�ed version of the Isomap implementation by Joshua
Tenenbaum4 that makes use of PRtools' more sophisticated MDS calculation,
and a function for the calculation of Gaussian likelihoods taken from the H2M
toolbox5 are provided with the code.

The program was developed and tested and is thus con�rmed to function
without modi�cations on Matlab 7.4.0 (R2007a) under Ubuntu Linux 6.06 (Dap-
per Drake) and Mac OS X 10.4 (Tiger). The use of the program on other op-
erating systems or using a di�erent version of Matlab has notbeen tested and
may require changes to the code.

Usage The program allows to create, save and load visualization projects.
A new project can be started through selecting \Files! New" and setting the
options for the project, that is, the number of mixture components, the type of
model and whether the background model should be speci�c to either gender.
All models consequently added will have these parameters and it is not possible
to mix them by e.g. creating a project where some �les use SVM models and
other EM-estimated GMMs. The settings of a project can be inspected by
clicking on \View current settings".

After this step, single wave �les or all �les can be added through the \Add
�les" and \Add directory" buttons respectively. The select ed �les will then be
preprocessed, the appropriate background model and, if necessary, cohort will
be loaded.

When more than two �les have been added, dimension reductionis applied
and the speech �les are visualized as multicolored symbols with the distances
between them being representative of their similarities. The dimension reduction
mechanism can be change on the left-hand side of the interface and after changed
have been made, the visualization can be updated by pressing\Run". For

1http://www.prtools.org/
2http://www.ee.ic.ac.uk/hp/sta�/dmb/voicebox/voicebo x.html
3http://www.cs.toronto.edu/ � roweis/lle/code.html
4http://isomap.stanford.edu/
5http://www.tsi.enst.fr/ � cappe/h2m/
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Isomap and LLE, the parameters, namely whether thek closest neighbors or all
speakers within a given radius should be used, and a value indicating the number
of neighbors of the radius, can also be set. Additionally, \Labels" toggles the
display of �le names in the visualization.

Adding a �le or removing it via the drop-down menu below the vi sualization
�eld can lead to an updated visualization that looks very di� erent for example
because the points as a whole are rotated or scaled di�erently and because the
addition or deletion may lead to slight change in the overalldistances between
points. This is confusing for the user but can hardly be avoided without severely
constraining the visualization mechanism and thus riskingbad performance due
to lack of 
exibility. For this reason, when a �le is added or d eleted and there is
a preexisting visualization, the change is animated. That is, for each �le that is
present both before and after the addition or deletion, 48 intermediate positions
are calculated and shown as an animation where each point slowly moves to its
new location in the plot.

To make these changes as intuitive and easy to understand as possible, the
most recent animation can be replayed by pressing the \Replay" button.

Figure 1: Creating a new project
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Figure 2: Project options
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Figure 3: The visualization
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Figure 4: Visalization plus �le paths
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Figure 5: Viewing the current settings
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